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monitored variable [8, 9]. We defined sensedSa as the sensed variable and an event called SenseSa which
sets sensedSa to the current value of sa. Since the two monitored and sensed variables are not always
equal, their equality is represented as a boolean flag [9]. This flag is called sensFlg and becomes TRUE
when event SenseSa sets variable sensedSa to sa.

Tip 6: For every monitored variable, defining one sensed variable and one boolean flag is necessary.
The sensed variable is of the same type as its corresponding monitored variable and usually is initialised
to the same value as the monitored variable is initialised to.

Based on the cookbook, variable sa in the control event UpdateAcceleration was substituted with
sensedSa (Figure 4 (a), @actl) in this refinement. Also, this event can only happen when sensedSa is
equal to sa which is the reason for adding @grd?2 in Figure 4 (a). The cookbook also suggests adding the
invariant sensFlg = TRUE = sensedSa = sa in order to ensure that when sensFlg is TRUE, sensedSa
represents the value of sa [9]. This results in a proof problem in UpdateActualSpeed, since it can change
the value of sa while sensFlg is TRUE. Therefore, it is necessary to add the guard sensFlg = FALSE to
this event. Notice that we assumed in between the CCS sensing the value of monitored variable sa and
setting the acceleration, the monitored variable does not change. This is an engineering simplification
which helps us to reduce some of the complexity of the modelling of the system.

Figure 4: (a) Event UpdateAcceleration in M4, (b) events Update_actAcc in M5 and (c) event Actuatin-
gAcceleration in M5.

3.3.2 Fifth Refinement (M5)

In this machine we discuss that CCS decides on the value of acceleration distinctly from actuating it [9].
Based on the cookbook, to do this we need to define an actuation variable and a boolean flag. These are
named actAcc and actFlg respectively. The flag actFlg will be set to TRUE when the internal process of
determining the value of a controlled variable is finished and this variable can be actuated.

Tip 7: For every controlled variable, defining one actuation variable and one boolean flag is necessary.
Also, the actuation variable is of the same type as its corresponding controlled variable and usually is
initialised to the same value as the controlled variable initialisation.

According to the cookbook, we also defined two events. Firstly, an internal event called Update_actAcc,
to set the value of actuation variable actAcc and set the flag actFlg to TRUE (Figure 4 (b), @actl and
@act2). Secondly, ActuatingAcceleration which sets the value of acceleration to the value of the internal
variable actAcc and turns actFlg to FALSE (Figure 4 (c), @actl and @act3). This event refines the
control event UpdateAcceleration, since it modifies the value of acceleration. Note that ActuatingAc-
celeration can happen only when the value of actAcc is decided by the controller, therefore the guard
actFlg = TRUE is added to this event (Figure 4 (c), @grdl).
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In addition to these variables and events, based on the cookbook it is necessary to define two invari-
ants. The first invariant represents that in between control decision on the value of actAcc and actuation
of acceleration, we assume st and sensedSa do not change. The second invariant shows that after actua-
tion of acceleration the value of this variable and actAcc are equal. Although it is not mentioned in the
cookbook, this invariant is only needed when the value of the controlled variable changes depending on
its previous value as well as some other variables. Since this is not the case in this model, defining the
second invariant is unnecessary.

Tip 8: Invariant actFlg = FALSE = actAcc = acceleration mentioned in the cookbook is unnecessary
if the value of controlled variable is set independent of its previous value.

3.3.3 Sixth Refinement (M6)

In this section the operator’s command request and CCS’s response are distinguished by introducing
buttons. According to the cookbook, a boolean variable representing a button, needs to be defined for
every command event. Also the action of pressing a button should be introduced through an event which
sets the button variable to TRUE [9]. We introduced the followings as buttons: switchBtn, setBtn, incBin,
decBtn and rsmBtn. Because CCS responds to a request only after the relevant button has been pressed,
a guard which requires the relevant button to be TRUE is added to each command event. Also, CCS
turns the relevant button back to FALSE when it responds to the request. Notice, there is no button
defined for the command events related to pedals, since pedal variables brkCltchPdl and acceleratPdl in
Section 3.2.2 count as buttons. Also, there are cases where CCS cannot respond to a coming request, for
instance when CCS is OFF. These cases are not mentioned in the cookbook, but we prefer to model these
situations as ignorance of CCS to the button’s request.

Tip 9: For every button an event can be defined to represent cases where there should be no response
to the pressed button. We add this event by defining its guards as the negation of the conjunction of all
the guards in the command event corresponds to the button.

This is the last machine of our model and we have modelled the CCS based on the requirement
document and the cookbook. In the remainder of this paper we reflect on the results of this work.

4 Results and Limitations

4.1 Evaluation of the Cookbook

The cookbook is mainly a guideline on vertical refinement. In addition to vertical refinement guidance,
the cookbook suggests identifying monitored, controlled and commanded variables and their correspond-
ing events at the most abstract level of a model. Once the variables are found, identifying events which
modify and update them in horizontal refinements becomes straightforward. Also, the focus of the cook-
book is mainly on the discrete aspects such as status, pedals and buttons and less on continuous, since
many of the complexity of the requirements are related to discrete aspects.

One of the other advantages of using cookbook is that almost all the necessary variables, events and
invariants for every step of vertical refinement are described. This can be helpful for the designers with
not a lot of knowledge on formal modelling in Event-B. In addition, some proof problems caused by
the invariants mentioned in the cookbook can help to identify errors of the model. In our work, the
process of modelling machines M4 to M6, which was done based on the cookbook, was reasonably easy.
In particular, M4 where the sensor was introduced had the most effortless refinement. However, the
cookbook lacks a means of dealing with some issues which can raise during modelling process, such as
modelling ignorance of a button, mentioned in Section 3.3.3.
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Finally, based on the achieved results we believe the main advantage of following the cookbook is
the structure that it gives to the process of modelling and refinement. While deciding on how to organise
the refinement steps is known as a source of difficulty in the usage of refinement [3], modelling a control
problem domain based on the cookbook can help to identify the required steps of refinement quicker and
easier. In the case of this work the steps of vertical refinements in machines M4 to M6 were decided
purely based on the cookbook.

4.2 Limitations

The limitations of this work can be categorised into two types. Firstly, limitations imposed by formal
methods themselves, although we should consider that gained benefits may outweigh these limitations.
A detailed discussion is beyond the scope of this paper but as an outline one of the limitations is that
models can only cover some aspects of a system’s behaviours, because mapping formal model and the
real world in limited [12]. The second types of limitations are what we have not considered in the
process of modelling. First of all we have not considered fault-tolerance and failure of the hardware and
it is assumed that the components do not fail. Also, timing and time constraints are not discussed. It
is important to notice that our intention was not to prepare a model which is ready to be implemented.
Therefore, such limitations will be considered in future work.

5 Related work, Future work and Conclusion

5.1 Related Work

One of the other approaches for development of embedded systems is Problem Frames (PFs) developed
by Michael Jackson. This approach focuses on the separation of problem (what the system will do) and
solution (how it will do it) domain. PFs describe any system engineering problem through the concept of
a machine which is going to be design by a software application, problem world and requirement [17].
As part of the Deploy project a cruise control system was modelled using PFs. Here, the concepts of
PFs are as followings: Machine is the cruise control software; Problem world is anything that cruise
control software interacts with, such as pedals and driver; Requirement is controlling phenomena which
otherwise would be controlled by the driver, here controlling the car speed [17].

The other work which is related to the cookbook is SCR (Software Cost Reduction) [14]. SCR
is a requirement method for real-time embedded systems which is, in the same way as the cookbook,
based on the four-variable model of Parnas [18]. As well as identifying the four variables of the Parnas
model, SCR defines the following four constructs [14]: modes which represent states of a monitored
variable; ferms which are auxiliary functions defined to make the specification more concise; conditions
to represent predicates and events to show the changes of the values in the model.

5.2 Future Work

The model of cruise control system represented in this paper contains the platform, the environment and
the software application. Separation of these concepts through decomposition in later steps of design
allows us to derive a specification of the control system, since the software and the hardware are being
separated. In addition, other aspects of an embedded system are usually analysed and modelled through
different techniques to formal methods. In order to ensure that cruise control system and other models
of the system such as a model of car engine are consistent, meta-modelling can be used.
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5.3 Conclusion

This work has achieved its main objectives in evaluation of the cookbook and preparation of the best
design model for the cruise control system. We showed how the cookbook can make the process of
modelling simpler and how it can help to find modelling errors. Also, the model of cruise control system
represented in this paper and the given tips can be used by future users of the cookbook. We believe the
outcomes of this work have contributed to the research in refinement-based methods such as Event-B
and have the potential of leading to improved patterns and guidelines.

Acknowledgement : This work is partly supported by the EU research project ICT 214158 DEPLOY
(Industrial deployment of system engineering methods providing high dependability and productivity)
www.deploy-project.eu.
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Abstract

We introduce a scalable proof structure to facilitate formal verification of large software sys-
tems. In our approach, we mechanically synthesize an abstract specification from the software
implementation, match its static operational structure to that of the original specification, and orga-
nize the proof as the conjunction of a series of lemmas about the specification structure. By setting
up a different lemma for each distinct element and proving each lemma independently, we obtain
the important benefit that the proof scales easily for large systems. We present details of the
approach and an illustration of its application on a challenge problem from the security domain.

1 Introduction

Formal verification of software continues to be a desirable goal, although such verification remains the
exception rather than the rule. By formal verification, we mean verification of the functionality of the soft-
ware in the sense of Floyd and Hoare [7]. Many challenges arise in formal verification [10], and these chal-
lenges are compounded by the complexity that arises with the increasing size of the software of interest.

In this paper, we present an approach to the formal verification of large software systems. The
approach operates within a previously developed formal verification framework named Echo [13, 14, 15].
Our goal with the approach to proof was to develop a technique that would be: (a) relevant, i.e., applicable
to programs that could benefit from formal verification; (b) scalable; i.e., be applicable to programs larger
than those currently considered suitable for formal verification; (c) accessible, i.e., could be used by engi-
neers who are competent but not necessarily expert in using formal methods; and (d) efficient, i.e, could be
completed in an amount of time that would be acceptable in modern development environments.

We do not define “large” in a quantitative way. Rather, we claim that the approach we have developed
can be applied successfully to software systems that are larger than those successfully verified in previous
work, and we illustrate the approach in a case study of a system that is several thousand source lines long.

2 The Echo Approach

Details of Echo are available elsewhere [14, 15], and we present here only a brief summary. Echo verifica-
tion is based on a process called reverse synthesis in which a high-level, abstract specification (referred to
as the extracted specification) is synthesized mechanically from a combination of the software source code
and a low-level, detailed specification of the software. Reverse synthesis includes verification refactoring
in which semantics-preserving transformations are applied to the software to facilitate verification.

Formal verification in Echo involves two proofs: (1) the implementation proof, a proof that the source
code implements the low-level specification correctly; and (2) the implication proof, a proof that the
extracted specification implies the original system specification from which the software was built.

The basic Echo approach imposes no restrictions on how software is built except that development has
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to start with a formal system specification, and developers have to create the low-level specification docu-
menting the source code. Our current instantiation of Echo uses: (1) PVS [12] to document the system
specification and the extracted specification; (2) the SPARK subset of Ada [3] for the source program; and
(3) the SPARK Ada annotation language to document the low-level specification. The implementation
proof is discharged using the SPARK Ada tools. The implication proof is the focus of this paper, and that
proof is facilitated greatly by the implementation proof; most loop invariants, for example, are not present.

3 Structural Matching Hypothesis

We refer to our approach to formal verification of large software systems as proof by parts. The heart of
proof by parts is the structural matching hypothesis. We hypothesize that many systems of interest have
the property that the high-level structure of a specification is retained, at least partially, in the implementa-
tion. Ideally, a specification should be as free as possible of implementation detail. However, the more pre-
cise a specification becomes, the more design information it tends to include, especially structural design
information. While an implementation need not mimic the specification structure, in practice an implemen-
tation will often be similar in structure to the specification from which it was built because: (a) repeating
the structural design effort is a waste of resources; and (b) the implementation is more maintainable if it
reflects the structure of the specification.

The hypothesis tends to hold for model-based specifications that specify desired system operations
using pre- and post-conditions on a defined state. The operations reflect what the customer wants and the
implementation structure would mostly retain those operations explicitly.

4 Proof Support

Proof Structure. The proof of interest is the implication proof. Given implementation / and specification
S, this proof has to establish the implication / = S. Specifically, we prove the implication weakens the pre-
condition and decreases non-determinism from the specification:

(pre(S) = pre(l) ) A (post(l) = post(S))

In order to establish this proof for large software systems, the proof structure involved must be scal-
able. In proof by parts, we rely upon the structural matching hypothesis, and we match the static opera-
tional structure of the extracted specification created by reverse synthesis to the original specification. We
then organize the proof as a series of lemmas about the specification structure, i.e., proof by parts.

Each lemma is set up for declarative properties over a single distinctive element, e.g. type or operation,
and is proved independently. The conjunction of all the lemmas then forms the whole implication theorem
that the extracted specification implies the original specification. Since each lemma is over a different ele-
ment of the system and is proved independently without reference to the whole system, proof by parts is
expected to scale for large software systems.

Clearly, the construction of a proof in this way is only possible for a system for which the structural
matching hypothesis holds for the entire implementation. Inevitably, this will rarely if ever be the case for
real software systems. For systems in which the two structures do not match, we employ a technique within
Echo referred to as verification refactoring, to restructure the implementation to match the specification
structure.

Verification Refactoring. There are many reasons why the structural matching hypothesis will only apply
partially to a particular system, e.g., optimizations introduced by programmers that complicate the program
structure. Verification refactoring consists of selecting transformations that can be applied to the source
program, proving they are semantics preserving, and applying them to the program before specification
extraction. Details of verification refactoring are discussed in an earlier paper [15].

Echo’s verification refactoring mechanism provides a set of semantics-preserving transformations that
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can be applied to an implementation to facilitate verification in various ways. Several transformations help
to reduce the length and complexity of the proof obligations to facilitate the implementation proof.
Although the implementation proof is completed mostly by tools (the SPARK Ada tools in our current
Echo instantiation), we have found that verification refactoring can be extremely beneficial for the imple-
mentation proof, in the limit making proof possible where the tools failed on the original program.

A second set of transformations restructures a program to align the structure of the extracted specifica-
tion with the structure of the original specification, i.e., to make the matching hypothesis apply to more of
the program.New transformations might be developed to accommodate a particular program. Even so,
verification refactoring might not provide a match that will enable the implication proof in which case a
different verification approach will be needed.

Matching Metric. We have defined a matching metric that summarizes the similarity of the structures of
the original and the extracted specifications and thereby indicates the feasibility of proof by parts. The
match ratio is defined as the percentage of key structural elements — data types, system states, tables,
operations — in the original specification that have direct counterparts in the extracted specification. The
match ratio does not necessarily imply the final difficulty of the proof, but the match ratio does provide an
initial impression of the likelihood of successfully establishing the proof. In our Echo prototype, the metric
is evaluated by visual inspection although significant tool support would be simple to implement.

Establishing the match ratio is fairly straightforward in many cases. Some of the matching can be
determined from the symbols used, because the names used in the original specification are often carried
through to the implementation and hence to the extracted specification.

5 Approach to Proof

The property that needs to be shown in the implication proof is implication not equivalence, hence the
name. By showing that the extracted specification implies the original specification, but not the converse,
we allow the original specification to be nondeterministic and allow more behaviors in the original specifi-
cation than the implementation. The basic definition of implication we use for this is that set out by Liskov
and Wing known as behavioral subtyping [11].

The way in which the extracted specification is created influences the difficulty of the later proof. In
the case where the implementation retains the structural information from the original specification, a sim-
ple way to begin proof by parts is to also retain the structure by directly translating elements of the imple-
mentation language, such as packages, data types, state/operation representations, pre-conditions, post-
conditions, and invariants, into corresponding elements in the specification language. For each pair of
matching elements, we establish an implication lemma that the element in the extracted specification
implies the matching element from the original specification. The final proof is organized as the conjunc-
tion of a series of such lemmas. There are three types of implication lemmas that we discuss in the next
three subsections.

5.1 Type lemmas

For each pair of matching types, we define a retrieval function from the extracted type to the original type.
When trying to prove the relation between each pair, two possibilities arise:

Surjective Retrieval Function. If the retrieval function can be proved to be surjective, the extracted type
is a refinement of the original type, i.e., all properties contained in the types in the original specification
are preserved. If the retrieval function can be proved to be a bijection, the two types are equivalent.

Non-surjective Retrieval Function. If the retrieval function is not surjective, then either: (a) there is a
defect if the two types are intended to be matched; (b) certain values in the original specification can
never arise; or (¢) a design decision has been made to further limit the type in the implementation, i.e.,
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to make the post-condition stronger. Upon review, if the user does not confirm that there is a defect or
does not further refine the specification, we postpone the proof by transforming the types into subtype
predicates on the same base type (e.g. integer). These extra predicates are added as conjuncts in func-
tion pre-conditions or post-conditions depending on where they appear, and they are checked when the
later lemmas regarding those functions are established.

5.2 State lemmas

State is the set of system variables used to monitor or control the system. State is defined over types, thus
type lemmas can be used to facilitate proofs of state lemmas. As with type lemmas, we set up a retrieval
function from the extracted state to the original state. For each pair, we prove the following two lemmas:

State Match. As with the type lemmas, we prove that the retrieval function is surjective to show refine-
ment (or equivalence in the bijection case). If it cannot be proved, indicating certain values of the origi-
nal state cannot be expressed by the extracted state, we again present it for user review. It is either a
defect or, by definition, certain values of original state cannot arise.

State Initialization. For states that require initialization, the extracted specification will contain an initial-
ization function. We prove that whenever a state is initialized in the extracted specification, the corre-
sponding retrieved original state also satisfies the initialization constraints in the original specification.

5.3 Operation lemmas

System operations are usually defined as functions or procedures over the system state. When matching
pairs of operations in the extracted specification and the original specification, we set up an implication
lemma for each pair. The operation extracted from the implementation should have weaker pre-condition
and stronger post-condition than the operation defined in the original specification. Specifically, we prove:

Applicability. The extracted operation has a weaker pre-condition than the original operation. For any
state st upon which the operation operates, given R as the retrieval function for st, we prove:
FORALL st: Pre org(R(st)) => Pre ext(st)

Correctness. The extracted operation has a stronger post-condition than the original operation if applica-
ble. Given any st1 and st2 as input and output for an operation £, r as the retrieval function for state,

We€ prove:
FORALL stl, st2 | st2 = f(stl):
Post ext(st2) AND pre org(R(stl)) => post org(R(st2))

By reasoning over predicates such as the pre-conditions and post-conditions in the low-level specifica-
tion, we avoid implementation details as much as possible when proving these implication lemmas.

5.4 Implication theorem

The conjunction of all the lemmas forms the implication theorem. All the resulting proof obligations need
to be discharged automatically or interactively in a mechanical proof system. Since the extracted specifica-
tion is expected to have a structure similar to the original specification, the proof usually does not require a
great deal of human effort. Also, by setting up the lemmas operation by operation rather than property by
property and proving each operation independently, the proof structure easily scales.

6 Proof Process
Our process for applying the proof in practice is shown in Figure 1. In most situations, we choose to pro-

ceed with verification refactoring first to increase the match-ratio metric until it becomes stabilized
through transformations. There are other types of refactoring and corresponding metrics we evaluate to
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Figure. 1. The proof process.

facilitate the proof process, e.g., to reduce the size of the proof obligations generated. Details of this verifi-
cation refactoring and metric analysis process and the benefits it brings to our proof have been discussed in
our earlier paper [15].

After applying verification refactoring, we have a version of the implementation from which a specifi-
cation can be extracted that shows structural similarity to the original specification. We then: (a) update
and complete the low-level specification (documented as annotations) that might have become erroneous
during the refactoring process (e.g. by splitting a procedure); and (b) prove that the code conforms to the
low-level specification, i.e., create the implementation proof. This technology is well established, and we
do not discuss it further here.

From the refactored code and the associated low-level specification, we extract a high-level specifica-
tion, i.e., the extracted specification, using custom tools. We then establish the three types of implication
lemma and the implication theorem following the approach discussed in section 5. Finally, we prove that
the extracted specification implies the original specification.

6.1 Specification Extraction

In this section we demonstrate how we synthesize the extracted specification from the implementation.

Extraction from annotation. For functions that are annotated with proved pre- and post-condition anno-
tations, the annotations provide a level of abstraction. This is helpful for programs that contain a lot of
computation. For instance, when one specifies a function, the property that one cares about would be cor-
rectness of the output. The actual algorithm used is not important. If the function is annotated and the
annotation is proved using code-level tools, we extract the specification from the annotations and leave out
the unrelated implementation details. The proof of the annotations by the code-level tools can be intro-
duced as a lemma that is proved outside the specification proof system. An example code fragment that is
written in SPARK Ada and the extracted specification in PVS in which the details of the procedure body
are omitted and an additional lemma introduced is shown in Figure 2. The additional lemma indicates that
the post-condition will be met if the pre-condition is met. The lemma is marked as proved outside and can
be used directly in subsequent proofs.

Direct extraction from code. The expressive power of the SPARK Ada annotations with which the low-
level specification is documented is limited. Certain properties either: (a) cannot be expressed by the anno-
tation language; (b) are expressible but not in a straightforward way; or (c) are expressible but are not help-
ful in abstracting out implementation details. In such situations we extract the specification directly from
the source code. An example of both code and extracted specification fragments, again in SPARK Ada and
PVS, is shown in Figure 3.

Skeleton extraction. A lightweight version of specification extraction is used to facilitate the metric anal-
ysis. When verification refactoring is used, we extract a skeleton specification from the transformed code.
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type state is
record state: TYPE = [# a: int, b: int #]
a: Integer; foo pre(st: state): bool = (st'a = 0)
b: Integer; foo post(st , st: state): bool =
end record; (st = st WITH [‘a := 1])
procedure foo(st: in out state) foo(st: state): state
--# derives st from st; foo: LEMMA FORALL (st: state):

--# pre st.a = 0; foo pre(st) => foo post(st, foo(st))
-—# post st = st~[a => 1];

is

begin

- procedure body Figure. 2. SPARK Ada code fragment and associated PVS

fragment derived from annotations.
end foo;

We refer to this specification as a skeleton because it is obtained using solely the type and function declara-
tions and contains none of the detail from the annotations or the function definitions. The skeleton specifi-
cation, however, does reflect the structure of the extracted specification. We can then compare the structure
of the skeleton extracted specification with that of the original specification and evaluate the match-ratio
metric to determine whether further refactoring is needed.

Component Reuse & Model Synthesis. Software reuse of both specification and code components is a
common and growing practice. If a source-code component from a library is reused in a system to be veri-
fied and that component has a suitable formal specification, then that specification can be included easily
in the extracted specification.

In some cases, specification extraction may fail for part of a system because the difference in abstrac-
tion used there between the high-level specification and the implementation is too large. In such circum-
stances, we use a process called model synthesis in which the human creates a high-level model of the
portion of the implementation causing the difficulty. The model is verified by conventional means and then
included in the extracted specification.

6.2 Implication Proof

The final step to complete the verification argument is the implication proof that the extracted specification
implies the original specification. The implication argument is established by matching the structures and
components of these two specifications and setting up and proving the implication theorem as discussed in
section 5.

6.3 Justification of Correctness

The verification argument in Echo is as follows: (a) the implementation proof establishes that the code
implements the low-level specification (the annotations); (b) the transformations involved in verification
refactoring preserve semantics; (c) the specification extraction is automated or mechanically checked; (d)
the implication theorem is proved; and (e) the combination of (a) through (d) provides a complete argu-
ment that the implementation behaves according to its specification.

Any defect in the code that could cause the implementation not to behave according to the specifica-

procedure foo(st: in out state) foo(st: state): state =
is LET stl = fool(st) IN
begin LET st2 = stl WITH ['a := 1] IN
fool(st); LET st3 = foo2(st2) IN
st.a = 1; st3
foo2 (st) ; Figure. 3. SPARK Ada code fragment and associated PVS fragment de-
end foo; rived from source code.
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tion will be exposed in either the implementation proof or the implication proof. Any inconsistency
between the code and the annotations will be detected by the code-level tools in the implementation proof.
An inconsistency could arise because of a defect in either or both. If both are defective but the annotations
match the defective code, it will not be detected by the implementation proof. However the annotations
will not be consistent with the high-level specification in this case and so will be caught in the implication
proof.

7 The Tokeneer Case Study

In order to evaluate our proof structure approach, we sought a non-trivial application that was built by oth-
ers, was several thousand lines long, and was in a domain requiring high assurance. The target system we
chose is part of a hypothetical system called Tokeneer that was defined by the National Security Agency
(NSA) as a challenge problem for security researchers [4]. Our interest was in functional verification of the
Tokeneer software, and so we applied the Echo proof approach to the core functions of Tokeneer.

7.1. Tokeneer Project Description

Tokeneer is a large system that provides protection to secure information held on a network of worksta-
tions situated in a physically secure enclave. The system has many components including an enrolment sta-
tion, an authorization station, security resources such as certificate and authentication authorities, an
administration console, and an ID station. We used the core part of the Tokeneer ID Station (TIS) in this
research. TIS is a stand-alone entity responsible for performing biometric verification of the user and con-
trolling human access to the enclave. To perform this task, the TIS asks the individual desiring access to
the enclave to present an electronic token in the form of a card to a reader. The TIS then examines the bio-
metric information contained in the user’s token and a fingerprint scan read from the user. If a successful
identification is made and the user has sufficient clearance, the TIS writes an authorization onto the user’s
token and releases the lock on the enclave door to allow the user access to the enclave.

Much of the complexity of the TIS derives from dealing with all eventualities. A wide variety of fail-
ures are possible that must be handled properly. Since Tokeneer is a security-critical system, crucial secu-
rity properties such as unlocking only with a valid token and within an allowed time, and keeping
consistent audit records need to be assured with high levels of confidence.

A fairly complete,high quality implementation of major parts of the TIS has been built by Praxis High
Integrity Systems. The Praxis implementation includes a requirement analysis document, a formal specifi-
cation written in Z (117 pages), a detailed design, a source program written in SPARK Ada (9939 lines of
non-comment, non-annotation code), and associated proofs. Since our tools operate with PVS, we trans-
lated the Z specification of the TIS into PVS. The final specification in PVS is 2336 lines long.

7.2.Echo Proof of Tokeneer

The Praxis implementation of Tokeneer was developed using Correctness by Construction [6] with the
goal of demonstrating rigorous and cost effective development. High-level security properties were estab-
lished by documenting the properties using SPARK Ada annotations, including them in the code, and then
proving them using the SPARK Ada tools. Our proof is of the functionality of the implementation as
defined by the original, high-level specification. Given our proof of functionality, high-level security prop-
erties can be established by stating the properties as theorems and proving them against the high-level
specification.

Turning now to the proof itself, upon review, we found that the TIS source program structure resem-
bled the specification structure very closely, i.e., the structural matching hypothesis held. Almost all states
and operations in the specification have direct counterparts in the source program, e.g., the UnlockDoor
operation defined for system internal operations in the specification:
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UnlockDoor (dla i, dla o: DoorLatchAlarm, c: Config): bool =
dla o'latchTimeout = dla i currentTime + c latchUnlockDuration AND
dla o'alarmTimeout = dla i currentTime
+ ¢ latchUnlockDuration + c alarmSilentDuration AND
dla o'currentTime = dla_ i currentTime AND
dla o’currentDoor = dla_ i currentDoor

is implemented by a corresponding procedure with the same name in the Door package in the source code:

procedure UnlockDoor is
LatchTimeout : Clock.TimeT;
begin
LatchTimeout := Clock.AddDuration (
TheTime => Clock.TheCurrentTime,
TheDuration => ConfigData.TheLatchUnlockDuration);
Latch.SetTimeout (Time => LatchTimeout) ;
AlarmTimeout := Clock.AddDuration (
TheTime => LatchTimeout,
TheDuration => ConfigData.TheAlarmSilentDuration);
Latch.UpdateInternallatch;
UpdateDoorAlarm;
end UnlockDoor;

We did not include the interface functions in our verification, and after removing them and performing
a skeleton extraction, we found the match ratio to be 74.7%. Almost all states and operations in the specifi-
cation have direct counterparts in the source program. The match ratio is not 100% (or at least close to it)
because refinements carried out during the development added several operations that were not defined in
the specification. We concluded that the structures of the specification and the source program were suffi-
ciently similar that we could extract the necessary specification effectively and easily without performing
verification refactoring. The final extracted PVS specification is 5622 lines long. As an example, the
extracted specification using direct extraction from code for the above Unlockboor procedure is:
UnlockDoor (st: State): State =
LET LatchTimeout = Clock.AddDuration (TheCurrentTime (st),
TheLatchUnlockDuration(st)) IN
LET stl SetTimeout (LatchTimeout, st) IN
LET st2 = stl WITH [ AlarmTimeout := Clock.AddDuration (LatchTimeout,
TheAlarmSilentDuration(st))] IN

LET st3 = UpdateInternallatch(st2) IN
UpdateDoorAlarm(st3)

Following extraction of the specification, we performed both the implementation proof and the impli-
cation proof. For the implementation proof, we used the SPARK Ada toolset to prove functional behaviors
of those subprograms that had been documented with pre- and post-condition annotations. The SPARK
Examiner generates verification conditions (VCs) that must be proved true to demonstrate that the code
does indeed meet its specified post-conditions, within the context of its pre-conditions. The Examiner also
generates VCs that must be satisfied to ensure freedom from run-time exceptions. Altogether there were
over 2600 VCs generated of which 95% were automatically discharged by the toolset itself. The remaining
5% required human intervention, and were covered in the documents from Praxis’ proof.

The implication proof was established by matching the components of the extracted specification with
those of the original specification. Identifying the matching in the case study was straightforward, and in
most situations could be suggested automatically by pairing up types and functions with the same name as
showed by the above example. For each matching pair, we created an implication lemma and altogether
there were just over 300 such lemmas. Typechecking of the implication theorem resulted in 250 Type Cor-
rectness Conditions (TCCs) in the PVS theorem prover, a majority of which were discharged automatically
by the theorem prover itself. In 90% of the cases, the PVS theorem prover could not prove the implication
lemmas completely automatically. However, the human guidance required was straightforward due to the
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tight correlation between the original specification and source code, typically including expansion of func-
tion definitions, introduction of type predicates, or application of extensionality. Each lemma that was not
automatically discharged was interactively proved in the PVS theorem prover by a single person with mod-
erate knowledge about PVS, and thus the implication theorem was discharged. The total typechecking and
proof scripts running time in PVS is less than 30 minutes.

In section 1 we listed four goals for our proof approach. Drawing firm conclusions about our goals
based on a single case study is impossible, but from our experience of the Tokeneer proof (and also earlier,
smaller proofs [15]), we conclude the following general indications about our goals:

Relevant. The approach is relevant in so far as Tokeneer is typical of security-critical systems. Tokeneer
was established by the NSA as a challenge problem because it is “typical” of the systems they require.
The approach can be applied in other domains provided any necessary domain-specific axioms are
available in PVS. They might have to be developed by domain experts. We anticipate that verification
refactoring will expand the set of programs to which the technique can be applied.

Scalable. The approach scales to programs of several thousand lines provided the structural matching
hypothesis holds. There is no obvious limit on the size of programs that could successfully be proved.

Accessible. The approach is mostly automated and relatively easy to understand, and should be accessible
to practicing engineers who are generally familiar with formal methods. The Tokeneer proof was com-
pleted by a single individual with good knowledge of the technology in use but no special training.

Efficient. Detailed measurements could not be made of the resources used for the Tokeneer proof, but we
observe that the resources required were well within the scope of a typical software development.

A valuable benefit of proof by parts is that location of implementation defects becomes easier. In gen-
eral, a defect is usually located inside the component for which the proof fails for the corresponding
lemma. During the proof of Tokeneer, we found several mismatches between the source program and the
specification, but later found that they were changes documented by Praxis.

8 Related Work

Traditional Floyd-Hoare verification [7] requires generation and proof of significant amount of detailed
lemmas and theorems. It is very hard to automate and requires significant time and skill to complete.
Refinement based proof like the B method [1] intertwine code production and verification. Using the B
method requires a B specification and then enforces a lock-step code production approach on developers.

Annotations and verification condition generation, such as that employed by the SPARK Ada toolset,
is used in practice. However, the annotations used by SPARK Ada (and other similar techniques) are gen-
erally too close to the abstraction level of the program to encode higher-level specification properties.
Thus, we use verification condition generation as an intermediate step in our approach.

Results in reverse engineering include retrieval of high-level specifications from an implementation by
semantics-preserving transformations [5, 16]. These approaches are similar to our extraction and refactor-
ing techniques, but the goal is to facilitate analysis of poorly-quality code, not to aid verification. Our
approach captures the properties relevant to verification while still abstracting implementation details.

Andronick et al. developed an approach to verification of a smart card embedded operating system [2].
They proved a C source program against supplementary annotations and generated a high-level formal
model of the annotated C program that was used to verify certain global security properties.

Heitmeyer et al. developed a similar approach to ours for verifying a system’s high-level security prop-
erties [8]. Our approach is focused on general functionality rather than security properties.

Klein et al. demonstrated that full functional formal verification is practical for large systems by veri-
fying the seL4 microkernel from an abstract specification down to its 8700 lines C implementation [9].
Proof by parts is more widely applicable and does not impose restrictions on the development process.
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9 Conclusion

We have described proof by parts, an approach to the formal verification of large software systems, and
demonstrated its use on a program that is several thousand lines long. The approach is largely automated
and does not impose any significant restrictions on the original software development.

Proof by parts depends upon the specification and implementation sharing a common high-level struc-
ture. We hypothesize that many systems of interest have this property. Where the structures differ, we
refactor the implementation to align the two structures if possible. If refactoring fails to align the struc-
tures, then proof by parts is infeasible.

We expect proof by parts to scale to programs larger than the one used in our case study with the
resources required scaling roughly linearly with program size. For software for which our hypothesis
holds, we are not aware of a limit on the size of programs that can be verified using our approach.
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Abstract

Finding strongly connected components (SCCs) in the state-space of discrete-state models is a
critical task in formal verification of LTL and fair CTL properties, but the potentially huge number of
reachable states and SCCs constitutes a formidable challenge. This paper is concerned with comput-
ing the sets of states in SCCs or terminal SCCs of asynchronous systems. Because of its advantages
in many applications, we employ saturation on two previously proposed approaches: the Xie-Beerel
algorithm and transitive closure. First, saturation speeds up state-space exploration when computing
each SCC in the Xie-Beerel algorithm. Then, our main contribution is a novel algorithm to compute
the transitive closure using saturation. Experimental results indicate that our improved algorithms
achieve a clear speedup over previous algorithms in some cases. With the help of the new transitive
closure computation algorithm, up to 10" SCCs can be explored within a few seconds.

1 Introduction

Finding strongly connected components (SCCs) is a basic problem in graph theory. For discrete-state
models, some interesting properties, such as LTL [8] and fair CTL, are related with the existence of
SCCs in the state transition graph, and this is also the central problem in the language emptiness check
for w-automata. For large discrete-state models (e.g., 10%” states), it is impractical to find SCCs using
traditional depth-first search, motivating the study of symbolic computation of SCCs. In this paper, the
objective is to build the set of states in non-trivial SCCs.

The structure of SCCs in a graph can be captured by its SCC quotient graph, obtained by collapsing
each SCC into a single node. This resulting graph is acyclic, and thus defines a partial order on the
SCCs. Terminal SCCs are leaf nodes in the SCC quotient graph. In the context of large scale Markov
chain analysis, an interesting problem is to partition the state space into recurrent states, which belong
to terminal SCCs, and transient states, which are not recurrent.

The main difficulties in SCC computation are: having to explore huge state spaces and, potentially,
having to deal with a large number of (terminal) SCCs. The first problem is the primary obstacle to
formal verification due to the obvious limitation of computational resources. Traditional BDD-based
approaches employ image and preimage computations on state-space exploration and, while quite suc-
cessful in fully synchronous systems, they do not work as well for asynchronous systems. The second
problem constitutes a bottleneck for one class of previous work, which enumerates SCCs one by one.
Section 2.3 discusses this problem in more detail.

This paper addresses the computation of states in SCCs and terminal SCCs. We propose two ap-
proaches based on two previous ideas: the Xie-Beerel algorithm and transitive closure. Saturation, which
schedules the firing of events according to their locality, is employed to overcome the complexity of state-
space exploration. Pointing to the second difficulty, our efforts are devoted to an algorithm based on the
transitive closure, which does not suffer from a huge numbers of SCCs but, as previously proposed, often
requires large amounts of runtime and memory. We then propose to use a saturation-based algorithm to
compute the transitive closure, enabling it to be a practical method of SCC computation for complex
systems. We also present an algorithm for computing recurrent states based on the transitive closure.

*Work supported in part by the National Science Foundation under grant CCF-0848463.

Proceedings of NFM 2010, April 13-15, 2010, Washington D.C., USA. 202



Symbolic Computation of Strongly Connected Components Using Saturation Zhao and Ciardo

The remainder of this paper is organized as follows. Section 2 introduces the relevant background
on data structure we use and the saturation algorithm. Section 3 introduces an improved Xie-Beerel
algorithm using saturation. Section 4 introduces our transitive closure computation algorithm using sat-
uration and the corresponding algorithms for SCC and terminal SCC computations. Section 6 compares
the performance of our algorithms and that of Lockstep.

2 Preliminaries

Consider a discrete-state model (.7, %, &,.#") where the potential state space . is given by the
product .77 x --- x . of the local state spaces of L submodels, thus each (global) state i is a tuple
(i, ...,i1) where iy € ., for L > k > 1; the set of initial states is .%},;; C .%’; the set of (asynchronous)
events is &; the next-state function .4 : . — 2 is described in disjunctively partitioned form as .4 =
Uqee N, where A4 (i) is the set of states that can be reached in one step when « fires in state i. We say
that o is enabled in state i if A44(i) # 0. Correspondingly, .#~! and .4, denote the inverse next-state
functions, i.e., .4, ! (i) is the set of states that can reach i in one step by firing event o.

State-space generation refers to computing the set of reachable states from .%,;;, denoted with .%,.
Section 2.2 introduces our state-space generation algorithm called saturation, which is executed prior to
the SCC computation as a preprocessing step. Consequently, .7, the sets .%%, and their sizes n; are
assumed known in the following discussion, and we let .#, = {0, ...,n; — 1}, without loss of generality.

2.1 Symbolic encoding of discrete-state systems

We employ multi-way decision diagrams (MDDs) [7] to encode discrete-state systems. MDDs extend
binary decision diagrams (BDDs) by allowing integer-valued variables, thus are suitable for discrete-
state models with bounded but non-boolean valued state variables, such as Petri nets [10]. There are two
possible terminal nodes, 0 and 1, for all MDDs. Each MDD has a single root node.

We encode a set of states with an L-level quasi-reduced MDD. Given a node g, its level is denoted
with a.lvl where L > a.lvl > 0. a.lvi =0if ais 0 or 1 and a.lvl = L if it is a root node. If a is nonterminal
and a.lvl = k, then a has n; outgoing edges labeled with {0, ...,nx — 1}, each of which corresponds to a
local state in .%%. The node pointed by the edge labeled with i is denoted with ali]. If a[i] # 0, it must
be a node at level k — 1. Finally, let Z(a) C %% X -+ x .} be the set of paths from node a to 1.

Turning to the encoding of the next-state functions, most asynchronous systems enjoy locality, which
can be exploited to obtain a compact symbolic expression. An event ¢ is independent of the k™ submodel
if its enabling does not depend on i and its firing does not change the value of i;. A level k belongs to
the support set of event a, denoted supp(a), if a is not independent of k. We define Top(c) to be the
highest-numbered level in supp(@), and & to be the set of events {a € & : Top(at) = k}. Also, we let
% be the next-state function corresponding to all events in &, i.e., S = Uges Ha-

We encode the next-state function using 2L-level MDDs with level order L,L’,...,1,1’, where un-
primed and primed levels correspond to “from” and “to” states, respectively, and we let Unprimed (k) =
Unprimed (k') = k. We use the quasi-identity-fully (QIF) reduction rule [13] for MDDs encoding next-
state functions. For an event @ with Top(o) = k, .44 is encoded with a 2k-level MDD since it does not
affect state variables corresponding to nodes on levels L, ... k4 1; these levels are skipped in this MDD.
The advantage of the QIF reduction rule is that the application of .4, only needs to start at level Top (o),
and not at level L. We refer interested readers to [13] for more details about this encoding.

2.2 State-space generation using saturation

All symbolic approaches to state-space generation use some variant of symbolic image computation. The
simplest approach is the breadth-first iteration, directly implementing the definition of the state space
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mdd Saturate({NL,..., N },mdd s) mdd RelProdSat({ANi,...,M},mdd s,mdd r)

1 if InCachesarare(s,t) then return ¢; 1 if s=1 and r =1 then return 1; endif

2 level k «+ s.vi; 2 if InCacheconsgeiproa(s,1,t) then return ¢; endif

3 mdd t «— NewNode(k); mdd r — N; 3 level k«+ s.lvl; mdd t < 0;

4 foreach i€ .¥ s.t.s[i] #0do 4 foreach i,i’ € .7 s.t. r[i][i'] #£0 do

e First saturate all its children 5  mdd u< RelProdSat({NL,..., M },slil,r[illi]);

5  t[i]« Saturate({AN,..., M},s[i]); 6 ifus#0then

6 endfor 7 if t = 0 then r — NewNode(k); endif

7 repeat  eGeta local fixed point on the root 8 t[i'] < or(t[i'],u);

8 foreach i,i’ € .7 s.t. r[i][i'] #0 do 9 endif

9 mdd u«— 10 endfor

RelProdSat({ N, ..., M },t[i],r[i][i']); 11 t « Saturate({N,..., .M}, UniqueTablePut(r));

10 t[i'] — or(t|i'],u); « Return a saturated MDD
11 endfor 12 CacheAddReiprodsar(s,1t);
12 until r does not change; 13 returni;
13 ¢« UniqueTablePut(t); o UniqueTable guarantees the uniqueness of each node
14 CacheAddsgprare(s,1); o Cache reduces complexity through dynamic programming
15 returni;

Figure 1: Saturation algorithms.

e as the fixed point of i U A (Fiit) U N ?(Finit) UN3(Fipir) U---. Given a set of states 2,
their forward and backward reachable sets are forward(2') = 2 UN (2 VYUN2(ZVUN3(Z)U---
and backward( 2 ) = 2 UN Y2 )YU(AH/ D22 YUV D3 (2)U---

Locality and disjunctive partition of the next-state function form the basis of the saturation algorithm.
The key idea is to apply the event firings in an order consistent with their 7op. An event in &} will not
be fired until the events in &}, where i < k do not further grow the explored state space. We say that a
node a at level k is saturated if it is a fixed point with respect to firing any event that is independent of
all levels above k: Vh,k > h > 1,Va € &,,Vi € S X ... X Fpp1, {i} x B(a) O N({i} x B(a))

Figure 1 shows the pseudocode of the saturation algorithm. In function Saturate, the nodes in MDD
s are saturated in order, from the bottom level to the top level. Different from the traditional relational
product operation, RelProdSat always returns a saturated MDD. Saturation can also be applied to com-
puting backward( %) by using inverse next-state functions {4, ',..., .4 '}.

2.3 Previous work

Symbolic SCC analysis has been widely explored. Almost all of these algorithms employ BDD-based
manipulation of sets of states. Many efforts have been made on computing the SCC hull. The SCC hull
contains not only states in nontrivial SCCs, but also states on the paths between them. A family of SCC
hull algorithms [12] with the same upper bound of complexity is available. We review two categories of
previous work on the same problem as ours: transitive closure and the Xie-Beerel algorithm.

Hojati et al. [6] presented a symbolic algorithm for testing w-regular language containment by com-
puting the transitive closure, namely, .4 © = A4 U 42U #3U-... Matsunaga et al. [9] proposed a
recursive procedure for computing the transitive closure. While it is a fully symbolic algorithm, due to
the unacceptable complexity of computing the transitive closure, this approach has long been considered
infeasible for complex systems.

Xie et al. [15] proposed an algorithm, referred as the Xie-Beerel algorithm in this paper, combining
both explicit state enumeration and symbolic state-space exploration. This algorithm explicitly picks
a state as a “seed”, computes the forward and backward reachable states from the seed and finds the
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mdd Lockstep(mdd P)
if(P = 0) then return 0;
mdd ans —®0; mdd seed — Pick(P);  mdd C—0;
mdd Fpron — N (seed) NP7, mdd Bfrop — N " (seed)N 2;
mdd F < Frront; mdd BB tront;
while(Ffron # 0 and B ron # 0)
Ffront HJV(Ffront) N QZ\F, Bfront<_f/V(Bfr0nt) N QZ\B’
F—FUFpon; B<—BUBon;
endwhile
if(Ffrom = 0) then
10  mdd conv—F;
11 while(Bfyon NF # 0) dO Byrons < N (Bprom) NP\ B; B—BUB,,; endwhile
12 else
13 mdd conv B,
14 while(Ffrom NB # 0) dO Frront < A (Frront) NP\ F; F«—F U Fpon; endwhile
15 endif
16 if(FNB#0)then C— (FNB)Useed; ans« C;endif
17 ans<— ansU Lockstep(conv\ C) U Lockstep(P \ (convUseed));
18 return ans;

mdd XB_-TSCC(mdd )
1 mdd ans—0; mdd P—; mdd seed,F,B;

ONO O~ WON =

©

2 while (P # 0)

3  seed <« Pick(P); F« forward(seed)NP; B« backward(seed)NP;

4 if F\ B =0 then ans<—ansUF; endif e Find a terminal SCC
5 P—P\B;

6 endwhile

7 return ans;

Figure 2: Lockstep for SCC computation and Xie-Beerel’s algorithm for terminal SCC computation.

SCC containing this seed as the intersection of these two sets of states. Bloem et al. [2] presented a im-
proved algorithm called Lockstep, shown in Figure 2. Lockstep(.#,,) returns the set of states belonging
to non-trivial SCCs. It has been proven that Lockstep requires in O(nlogn) image and preimage com-
putations (Theorem 2 in [2]), where n is the number of reachable states. As shown in Figure 2, given a
“seed” state, instead of computing sets of forward and backward reachable states separately, it uses the
set which converges earlier to bound the other. This optimization constitutes the key point in achieving
O(nlogn) complexity. Ravi et al. [11] compared the SCC-hull algorithms and Lockstep. According
to our experimental results, Lockstep often works very well for systems with few SCCs. However, as
the number of SCCs grows, the exhaustive enumeration of SCCs becomes a problem. In this paper, we
compare our algorithms to Lockstep.

Xie et al. [14] proposed a similar idea in computing recurrent states in large scale Markov chains.
The pseudocode of that algorithm is shown as XB_TSCC in Figure 2. From a randomly picked seed state,
if the forward reachable states (F) is a subset of backward reachable states (B), F is a terminal SCC;
otherwise (F 51 B), no terminal SCC exists in B, and B can be eliminated from future exploration.

The main ideas of our two approaches belong to these two categories of previous work. In the
Xie-Beerel algorithm, BFS-based state-space exploration can be replaced with saturation. For transitive
closure computation, we propose a new algorithm using saturation.
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mdd XBSaturation(mdd P)
1 if(P = 0) then return 0;
2 mdd ans—0; mdd seed — Pick(P);
3 mdd Fyrop < N (seed) \P; mdd B o — N "(seed) N P;
4 mdd F — Saturate({ N7 --- N}, Ffron) N P;
5 mdd B<—Saturate({%_1 ~~-Jl/]_1},Bf,0n,) NP;
6 mdd C~—FNB; if C+#0then ans<—C; endif e Line 6 — 8 are for computing SCCs
7 ans«— ans UXBSaturation(F \ C) UXBSaturation(P\ F);
8 return ans;
6’ if F\ B=0then ans—ansUF; endif e Line 6’8’ are for computing terminal SCCs
7’ ans <« ans\J XBSaturation(P \ B);
8’ return ans;

Figure 3: Improved Xie-Beerel algorithm using saturation.

3 Improving the Xie-Beerel algorithm using saturation

A straightforward idea is to employ saturation on the state-space exploration in the Xie-Beerel algorithm.
The pseudocode of our algorithms for computing SCCs and terminal SCCs is shown as XBSaturation in
Figure 3. The merit of our algorithms comes from the higher efficiency of saturation in computing
forward and backward reachable states (B and F'). However, our algorithms need to compute B and F
separately, while Lockstep can use the set that converges first to bound the other, which may reduce the
number of image computations (steps). Thus, there is a trade-off between the advantages of BFS and
saturation. From a theoretical point of view, the complexity of our algorithm can hardly be compared
directly with the result in [2], which measures the complexity by the number of steps. Since saturation
executes a series of light-weight events firing instead of global image computations, its complexity cannot
be captured as a number of steps. Furthermore, saturation results in more compact decision diagrams
during state-space exploration, often greatly reducing runtime and memory. Performance is also affected
by which seed is picked in each iteration. For a fair comparison, we pick the same seed in both algorithms
at each iteration. The experimental results in Section 6 show that, for most models, the improved Xie-
Beerel algorithm using saturation outperforms Lockstep, sometimes by orders of magnitude.

4 Applying saturation to computing transitive closure
We define the backward transitive closure (TC~!) of a discrete-state model as follows:

Definition 4.1. A pair of states (i,j) € TC™" iff there exists a non-trivial (i.e., positive length) path
from j to i, denoted by j—1i. Symmetrically, we can define TC where (i,j) € TC iff i—].

As TC and TC~! are symmetric to each other, we focus on the computation of 7C~!. TC can then
be obtained from TC~! by simply swapping the unprimed and primed levels. Our algorithm is based on
the following observation:

(i,j) e TC7'iff Ik € A4 (i) and j € Saturate({A; ", , N7}, {k})

Instead of executing saturation on j for each pair of (i,j), we propose an algorithm that executes on the
2L-level MDD encoding .# ~!. In function SCC_TC(.# ~') of Figure 4, TC~! is computed in line 1
using function TransClosureSat, which runs bottom-up recursively. Similar to the idea of saturation
shown in Figure 1, this function runs node-wise on primed level and fires lower level events exhaustively
until the local fixed point is obtained. This procedure guarantees the following Lemma.

Proceedings of NFM 2010, April 13-15, 2010, Washington D.C., USA. 206



Symbolic Computation of Strongly Connected Components Using Saturation Zhao and Ciardo

Lemma: Given a 2k-level MDD n, TransClosureSat(n) returns an 2k-level MDD ¢ that for any (i,j) €
A(n), all (i,k) where k € (JI/S;I)*(J) belong to A(1).

Theorem: TransClosureSat(.# ~') returns TC~!.

This theorem can be proved directly from Lemma and the definition of 7C~!. The pseudocode of
the SCC computation using 7C~! is shown in SCC_TC in Figure 4. Then, function TCtoSCC extracts all
states i such that (i,i) € TC~!.

Unlike SCC enumeration algorithms like Xie-Beerel’s or Lockstep, the TC-based approach does not
necessarily suffer when the number of SCCs is large. Nevertheless, due to the complexity of building
TC~!, this approach is considered not feasible for complex systems. Thanks to the idea of saturation, our
algorithm of computing TC~! completes on some large models, such as the dining philosopher problem
with 1000 philosophers. For some models containing large numbers of SCCs, the T'C-based approach
shows its advantages. While the TC-based approach is not as robust as Lockstep, it can be used as the
substitute for Lockstep when Lockstep fails to exhaustively enumerate all SCCs.

TC~! can also be employed to find recurrent states, i.e., terminal SCCs. As the other SCCs are not
reachable from terminal SCCs, state j belongs to a terminal SCC iff Vi, j —i = i—j. Given states i, ,
let j — i denote that j — i and —(i — j). We can encode this relation with a 2L-level MDD, which can
be obtained as T7C~!\ TC. The pseudocode of this algorithm is shown as TSCC_TC in Figure 5. The set
of {(i,j)|j — i} is encoded with a 2L-level MDD L. Then, the set of states {j|3i,j +— i}, which do not
belong to terminal SCCs, is computed by quantifying out the unprimed levels and can be stored in MDD
nontscc. The remaining states in SCCs are recurrent states belonging to terminal SCCs.

To the best of our knowledge, this is the first symbolic algorithm for terminal SCC computation
using the transitive closure. This algorithm is more expensive in both runtime and memory than SCC
computation because of the computation of the +— relation. With the help of TransClosureSat, this
algorithm works for most of the models we study. Moreover, for models with many terminal SCCs, this
algorithm also shows its unique benefits.

5 Fairness

One application of the SCC computation is to decide language emptiness for an @w-automaton. The lan-
guage of an @-automaton is nonempty if there is a nontrivial fair loop satisfying a certain fair constraint.
Thus, it is necessary to extend the SCC computation to finding fair loops. Biichi fairness (weak fair-
ness) [5] is a widely used fair condition specified as a set of sets of states {.%1,...,.%,}. A fair loop
satisfies Biichi fairness iff, for each i = {1,...,n}, some state in .%; is included in the loop.

Lockstep is able to handle the computation of fair loops as proposed in [2]. Here we present a
TC-based approach. Assume 7C and TC~! have been built, let .%,,., be the set of states i satisfying:

() [P € Fn(TCEui) ATC (£,1))]
m=1,...,n

According to the definition of weak fairness, it can be proved that .%,,,.. contains all states in the fair
loops. The pseudocode of computing .%,,cqx is shown in Figure 6. %; X .%,, returns a 2L-level MDD
encoding all pairs of states (i,j) where i € .%; and j € .%,;. The main complexity lies in computing
TC(i,j) ATC~'(i,j), which is similar to computing the +— relation in the terminal SCC computation.

6 Experimental results

We implement the proposed approaches in SMART [4] and report experimental results obtained on an
Intel Xeon 3.0Ghz workstation with 3GB RAM under SuSE Linux 9.1. All the models are described as
the Petri nets expressed in the input language of SMART. These models include a closed queue networks
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mdd SCC_TC(./ ")
1 mdd TC~' « TransClosureSat(.# ~');

2 mdd SCC « TCtoSCC(TC™1);
3 return SCC;

mdd TransClosureSat(mdd n)

1 if InCacheqransciosuresar(n,t) then return ¢;
2 level k — n.vl; mdd t — NewNode(k); mdd r — /VUnP”med( 0
3 foreach i,j € % s.t. n[i][j] #0 do  t[i][j] < TransClosureSat(n[i][j]); endfor
4 foreach i € Syyprimeaqr) S-t- nli] #0
5 repeat e Build a local fixed point
6 foreach j, j' € Synprimeary S-t- nli][j]7#0 and r[;][;'] #0 do
7 mdd u<« TCRelProdSart(¢[i][j],r[j][J']); tli[j] < Or(t[i][J'],u);
8 endfor
9  until r does not change;
10 endfor
11 1« UniqueTablePut(t); CacheAddtiansciosuresar(hst);
12 returnt;

mdd TCRelProdSat(mdd n,mdd r)
1 ifn=1and r=1then return 1;

2 if InCachercreiprodsa:(n,1,t) then return ¢;
3 level k «— n.lvl, mddt«—0;
4 foreach i € Syyprimea(r) S-t- nli] #0 do

3 foreach jaj/ € yUnpnmed( k) s.t. n[ ][ ]7&0 and r[]] []l} 7&0 do
6 mdd u<« TCRelProdSat(n[i][j],r[j][J']);
7 if u# 0 then
8 if t = 0 then 1 < NewNode(k); endif
9 ti)[j'] « Or(e[i][j'],u);
10 endif
11 endfor
12 endfor
13 t « TransClosureSat(UniqueTablePut(t)); CacheAddrcreiprodsar(n,1t);
14 return¢;
mdd TCtoSCC(mdd n)

1 ifn=1return1; if InCacherciscc(n,t) then return t;
2 mdd t<—0; level k<—n.lvl,

3 foreach i € Zyprimearx) S-t- nli][i] #0 do
4 if TCtoSCC(nli][i]) #0 then
5 if £ = 0 then 7 <+ NewNode(k); endif
6 t[i] — TCroSCC(nli]]i]);
7  endif

8 endfor

9 ¢« UniqueTablePut(t);  CacheAddrcroscc(n,t);
0 returnt;

Figure 4: Building the transitive closure using saturation.

(cgn) discussed in [15], two implementations of arbiters (arbiterl, arbiter2)[1], one which guarantees
fairness and the other which does not, the N-queen problem (queens), the dining philosopher problem
(phil) and the leader selection protocol (leader) [3]. The size for each model is parameterized with N.
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mdd TSCC_TC(N 1)
mdd TC~' « TransClosureSat(.#'~');  mdd TC « Inverse(TC~!);

mdd SCC « TCtoSCC(TC™1);

mdd L—TC~ '\ TC;

mdd nontscc «— QuantifyUnprimed(L);
mdd recurrent — SCC \ nontscc;
return recurrent;

OO WD =

Figure 5: Computing recurrent states using transitive closure.

mdd FairLoop TC(.Lyep, N VAT, F0})
1 mdd TC~' « TransClosureSat(.#~');  mdd TC « Inverse(TC™');
2 mdd Syeak — e
3 foreachme {1,...,n}
4 mdd p« QuantifyUnprimed(TC~' ATC A (T X Lren));
S Sweak < Sweak N P;
6 endfor
7 return S,,eux;

Figure 6: Computing fair loops using transitive closure.

The number of SCCs (terminal SCCs) and states in SCCs (terminal SCCs) for each model obtained from
(terminal) SCC enumeration is listed in column “SCC” (“TSCC”) and column “States” respectively. The
upper bounds for runtime and size of unique table (i.e., the storage for the MDD nodes) are set to 2 hours
and 1GB respectively. The main metrics of our comparison are runtimes and peak memory consumption
(for the unique table, storing the MDD nodes, plus the cache).

The top part of Table 1 compares three algorithms for SCC computation: the 7C-based algorithm
(column “TC”) presented in Section 4, the improved Xie-Beerel algorithm (column “XBSat”) presented
in Section 3, and Lockstep (column “Previous algorithm”) in Section 2.3. Coupled with saturation,
the improved Xie-Beerel algorithm is better than Lockstep for most of the models in both runtime and
memory. Compared with Lockstep, the TC-based algorithm is often more expensive. However, for two
models, queens and arbiter2, the TC-based algorithm completes within the time limit while the other
two algorithms fail. For arbiter2, our TC-based algorithm can explore over 103 SCCs in a few seconds,
while it is obviously not feasible for SCC enumeration algorithms to exhaustively enumerate all SCCs.
To the best of our knowledge, this is the best result of SCC computation reported, stressing that the 7C-
based algorithm is not sensitive to the number of SCCs. With our new algorithm, the transitive closure
can be built for some large systems, such as the dining philosopher problem with 1000 philosophers.

The bottom part of Table 1 compares the improved Xie-Beerel algorithm, XBSaturation, (column
“XBSat”) and algorithm 7SCC_TC _Sat (column “TC”), presented in Section 3 and 4, respectively, for
terminal SCC computation, with XB_T'SCC (column “Previous algorithm”) in Section 2.3. The basic
trends are similar to the results of SCC computations, XBSaturation works consistently better than the
original method, while TSCC_TC is less efficient for most models. In the Xie-Beerel framework, it is
faster to compute terminal SCCs than all SCCs because a larger set of states is pruned in each recursion.
On the contrary, TSCC_TC is more expensive than SCC_TC due to the computation of the — relation,
which has large memory and runtime requirements. Nevertheless, for models with large numbers of
terminal SCCs, such as queens, TSCC_TC shows its advantage over the Xie-Beerel algorithm.

We conclude that saturation is effective in speeding up the SCC and terminal SCC computations
within the framework of the Xie-Beerel algorithm. Also, our new saturation-based 7C computation can
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Model TC XBSat Previous algorithm
name | N SCCTsee States mem(MB) | time(sec) | mem(MB) [ time(sec) | mem(MB) [ time(sec)
Results for the SCC computation
10 11 2.09e+10 342 13.6 34 <0.1 4.0 39
cqn 15 16 2.20e+15 64.4 73.8 5.0 0.2 89.1 44.5
20 21 2.32e+20 72.7 687.8 25.8 0.5 118.7 275.0
100 1 4.96e+62 5.0 0.5 32 <0.1 52.0 4.5
phil 500 1 | 3.03e+316 33.0 4.0 24.5 0.1 - to
1000 1 | 9.18e+626 40.5 7.8 29.1 0.3 - to
10 3.22e+4 3.23e+4 8.2 1.6 64.4 14.5 63.9 12.4
queens 11 1.53e+5 1.53e+5 45.8 9.0 94.2 108.6 96.3 93.6
12 7.95e+5 7.95e+5 184.8 60.6 170.2 1220.4 281.9 1663.9
13 4.37e+6 4.37e+6 916.5 840.6 - to - to
3 4 6.78e+2 6.0 14 20.8 <0.1 20.8 <0.1
leader 4 11 9.50e+3 70.3 73.1 25.4 1.1 23.8 0.3
5 26 1.25e+5 116.6 3830.4 35.6 40.8 494 6.4
6 57 1.54e+6 - to 41.6 1494.9 417.2 387.9
10 1 2.05e+4 24.1 1.2 214 <0.1 21.8 0.1
arbiterl 15 1 9.83e+5 128.3 63.0 45.1 <0.1 62.1 6.8
20 1 4.19e+7 mo - 709.7 <0.1 mo -
10 1024 1.02e+4 20.3 <0.1 26.2 0.7 31.1 1.1
arbiter? 15 32768 491e+5 20.4 <0.1 31.1 51.8 211.3 990.3
20 1.05e+6 2.10e+7 204 <0.1 31.2 2393.3 - to
500 3.27e+150 | 1.64e+151 41.0 4.0 - to - to
Results for the terminal SCC computation
10 10 2.09e+10 37.9 15.5 214 <0.1 335 34
cqn 15 15 2.18e+15 64.8 79.6 23.0 0.3 59.4 33.7
20 20 2.31e+20 72.7 691.3 26.2 0.8 90.0 280.5
100 2 2 26.5 0.5 20.9 <0.1 39.2 8.7
phil 500 2 2 343 4.1 232 <0.1 - to
1000 2 2 44.4 11.3 26.5 0.2 - to
10 1.28e+04 1.28e+4 36.2 3.0 46.7 2.8 62.3 35.1
queens 11 6.11e+04 6.11e+4 76.5 19.3 70.6 24.5 1452 364.2
12 3.14e+05 3.14e+5 244.1 205.4 98.8 179.4 mo -
13 1.72e+06 1.72e+6 mo - 269.0 1940.81 mo -
3 3 3 26.6 1.5 20.7 <0.1 214 0.1
leader 4 4 4 70.6 75.1 244 0.9 38.0 4.5
5 5 5 119.3 3845.3 30.6 26.9 41.1 87.6
6 6 6 - to 39.0 492.9 44.8 1341.5
10 1 2.05e+4 24.1 1.2 20.4 <0.1 224 0.4
arbiterl 15 1 9.83e+5 128.3 63.1 20.4 <0.1 65.3 233
20 1 4.19e+7 mo - 20.5 <0.1 - to
10 1 1 20.4 <0.1 20.9 <0.1 39.6 6.4
arbiter2 15 1 1 20.5 <0.1 40.6 4.6 - to
20 1 1 20.5 <0.1 450.0 2897.8 - to

tackle some complex models with up to 1

Table 1: Results for SCC and terminal SCC computations.

0150

the 7TC-based SCC computation has advantages over Lockstep, which detects SCCs one-by-one.

states. Finally, for models with huge numbers of SCCs,

While our TC-based approach is not a replacement for Lockstep, we argue that it is an alternative
worth further research. For a model with an unknown number of existing SCCs, employing both of
these approaches at the same time could be ideal. Given current trends in multi-core processors, it is
reasonable to run the two algorithms concurrently, possibly sharing some of the common data structures,
such as the MDDs encoding the state space and next-state functions.
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7 Conclusion

In this paper, we focus on improving two previous approaches to SCC computation, the Xie-Beerel
algorithm and T'C, using saturation. We first employ the saturation on the framework of the Xie-Beerel
algorithm. In the context of the asynchronous models we study, the improved Xie-Beerel algorithm using
saturation achieves a clear speedup. We also propose a new algorithm to compute 7°C using saturation.
The experimental results demonstrate that our 7C-based algorithm is capable of handling models with
up to 1010 of SCCs. As we argue, the TC-based approach is worth further research because of its
advantages when used on models with large numbers of SCCs.

References

[1] NuSMV: a new symbolic model checker. Available at http://nusmv.irst.itc.it/.

[2] Roderick Bloem, Harold N. Gabow, and Fabio Somenzi. An Algorithm for Strongly Connected Component
Analysis in nlogn Symbolic Steps. In Formal Methods in Computer Aided Design, pages 37-54. Springer-
Verlag, 2000.

[3] Gianfranco Ciardo et al. SMART: Stochastic Model checking Analyzer for Reliability and Timing, User
Manual. Available at http://www.cs.ucr.edu/~ciardo/SMART/.

[4] Gianfranco Ciardo, Robert L. Jones, Andrew S. Miner, and Radu Siminiceanu. Logical and stochastic mod-
eling with SMART. Perf. Eval., 63:578-608, 2006.

[5] Edmund M. Clarke, Orna Grumberg, and Doron A. Peled. Model Checking. MIT Press, 1999.

[6] Ramin Hojati, Hervé J. Touati, Robert P. Kurshan, and Robert K. Brayton. Efficient w-regular language
containment. In CAV, pages 396—409, 1992.

[7] Timothy Kam, Tiziano Villa, Robert K. Brayton, and Alberto Sangiovanni-Vincentelli. Multi-valued decision
diagrams: theory and applications. Multiple-Valued Logic, 4(1-2):9-62, 1998.

[8] Yonit Kesten, Amir Pnueli, and Li-on Raviv. Algorithmic verification of linear temporal logic specifications.
In ICALP ’98: Proceedings of the 25th International Colloquium on Automata, Languages and Program-
ming, pages 1-16, London, UK, 1998. Springer-Verlag.

[9] Y. Matsunaga, P.C. McGeer, and R.K. Brayton. On computing the transitive closure of a state transition
relation. In Design Automation, 1993. 30th Conference on, pages 260-265, June 1993.

[10] Tadao Murata. Petri nets: properties, analysis and applications. Proc. of the IEEE, 77(4):541-579, April
1989.

[11] Kavita Ravi, Roderick Bloem, and Fabio Somenzi. A comparative study of symbolic algorithms for the
computation of fair cycles. In FMCAD ’00: Proceedings of the Third International Conference on Formal
Methods in Computer-Aided Design, pages 143—-160, London, UK, 2000. Springer-Verlag.

[12] Fabio Somenzi, Kavita Ravi, and Roderick Bloem. Analysis of symbolic SCC hull algorithms. In FMCAD
'02: Proceedings of the 4th International Conference on Formal Methods in Computer-Aided Design, pages
88-105, London, UK, 2002. Springer-Verlag.

[13] Min Wan and Gianfranco Ciardo. Symbolic state-space generation of asynchronous systems using extensible
decision diagrams. In M. Nielsen et al., editors, Proc. 35th Int. Conf. Current Trends in Theory and Practice
of Computer Science (SOFSEM), LNCS 5404, pages 582-594, Spindlertv Mlyn, Czech Republic, February
2009. Springer-Verlag.

[14] Aiguo Xie and Peter A. Beerel. Efficient state classification of finite-state Markov chains. [EEE Trans. on
CAD of Integrated Circuits and Systems, 17(12):1334-1339, 1998.

[15] Aiguo Xie and Peter A. Beerel. Implicit enumeration of strongly connected components and an application
to formal verification. IEEE Trans. on CAD of Integrated Circuits and Systems, 19(10):1225-1230, 2000.

Proceedings of NFM 2010, April 13-15, 2010, Washington D.C., USA. 211



Towards the Formal Verification of a Distributed Real-Time
Automotive System

Erik Endres* Christian Miiller* Andrey Shadrin* Sergey Tverdyshev*’
Saarland University Saarland University Saarland University SYSGO AG
Germany Germany Germany Germany
email@endrese.de cm@cs.uni-shb.de shavez@cs.uni-sbh.de stv@sysgo.com
Abstract

We present the status of a project which aims at building, formally and pervasively verifying a
distributed automotive system. The target system is a gate-level model which consists of several
interconnected electronic control units with independent clocks. This model is verified against the
specification as seen by a system programmer. The automotive system is implemented on several
FPGA boards. The pervasive verification is carried out using combination of interactive theorem
proving (Isabelle/HOL) and model checking (LTL).

1 Introduction

There are many works on formal verification of hardware, software, and protocols. However, their
interplay in a computer system is not to ignore because even if the hardware and software are correct
there is no guarantee that this software is executed correctly on the given hardware. It becomes even
more critical when considering distributed embedded systems due to the close interaction of software
and hardware parts.

The goal of our project is to show that it is feasible to formally verify a complex distributed au-
tomotive system in a pervasive manner. Pervasive verification [10, 17] attempts to verify systems
completely including the interaction of all components, thus minimizing the number of system as-
sumptions. Our desired goal is a “single” top-level theorem which describes the correctness of the
whole system.

The subproject Verisoft-Automotive aims at the verification of an automatic emergency call sys-
tem, eCall [7]. The eCall system is based on a time triggered distributed real-time system which
consists of distributed hardware and a distributed operating system.

We use Isabelle/HOL [12], an interactive theorem prover, as the design and verification environ-
ment. Our interactive proofs are supported by the model checking technique [21].

Context and Related Work Pervasive verification of a system over several layers of abstraction
is introduced in the context of the CLI stack project [2]. However, the application of such verification
techniques to an industrial scenario without strong restrictions (e.g. on the programming language)
poses a grand challenge problem as by J. S. Moore [10]. Rushby [14] gives an overview of the formal
verification of a Time-Triggered Architecture [15] and formally proves the correctness of some key
algorithms. Automated correctness proofs for abstract versions of protocols for serial interfaces using
k-induction are reported in [13]. There are also recent efforts on the fully automated verification of
clock domain crossing issues [9]. It would be highly desirable to reuse results of this nature for
a pervasive correctness proof of distributed automotive system. However, putting all these efforts
together in a pervasive correctness proof arguing about several layers of abstraction has not been
reported.

In the following section we present the automotive system and its components. In Section 3
we describe the hardware environment and system implementation. Section 4 exposes verification
challenges. We conclude the paper by summary and future work.

*The authors were supported by the German Federal Ministry of Education and Research (BMBF) in the Verisoft project
under grant 01 IS C38
TThe reported work has been done while author was affiliated with Saarland University
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Figure 1: Several ECUs interconnected by a communication bus.

2 Automotive System

The automotive system [8] is inspired by the demands of the automotive industry and based on the
FlexRay standard [4]. Our automotive system is a distributed asynchronous communication system
represented by a set of electronic control units (ECUs) connected to a single bus. The overview of
such a distributed system is illustrated in Figure 1. The ECU is built on the base of a formally verified
generic gate-level platform [20]. This platform is a complex gate-level computer system, which
consists of a pipelined processor with out-of-order execution and a number of memory mapped I/O
devices.

Each ECU has its own clock and contains a bus controller and a processor. The bus controller is
attached to the processor via a device interface. Besides the control logic, each bus controller contains
two buffers: a send and a receive buffer. We denote the controller “ABC” standing for automotive
bus controller. Further we denote by s7 the hardware state s in cycle ¢ of the i bus controller in
our network. By s¢.rb we denote the content of the receive buffer and by s¢.sb the content of the
send buffer. Moreover, since we argue about clock domain crossing, we model the translation of
digital values to analogous and vice-versa. We use the function icy; : R — N to map real time to
the corresponding hardware cycles on the ECU i. The function asr;(¢) : R — {0, 1,Q} provides the
analogous value of the send register of ECU i in cycle hcy;(f). Note, that the analogues value gets
metastable () for a short amount of time right after the send register is clocked. During a message
transmission we write the content of the send buffer bitwise into this register. We write into it the
idle value ‘1’ otherwise. The real time clock period of the i controller is denoted by 7;, i.e. one
hardware cycle of the ECU i lasts 7; in the analogous world.

The ECUs communicate in a time-triggered static schedule. These time intervals are the so-
called communication rounds. A communication round is a periodically recurring time unit which
is divided into a fixed number of slots. In each slot, exactly one ECU is allowed to broadcast one
message to the bus. Let a;(r, s) be the point in real time when the slot s of round r is started on the
ECU i, and w;(r, s) be the end time of this slot. The start of each round is signalized by one special
ECU called master, all other ECUs are called slaves. As soon as a slave ECU receives this round start
signal, it begins with execution of a fixed schedule. Each ECU counts the number of passed slots
and, depending on its status in the given slot (sender or receiver), it either samples the bus value or it
sends some data to the bus. When a slave ECU reaches the maximal slot number in one round, it goes
to an idle state and waits for a new round start signal. The master ECU waits for some predefined
amount of time when it is guaranteed that all slave ECUs are waiting for a new round. Only then the
master broadcasts a start signal for the new round. The communication protocol as well as the clock
synchronization mechanism are described in details in [3].

A system run scenario can be described as follows. Assume the ECU m is acting as a sender in
slot s of a round r and before slot s ECU m copied data d from its memory to its send buffer, such that
we have at the slot start s;,;fy m(@m(9) o, = 4. After the slot start the ECU m waits off cycles before
it starts the transmission. The number of cycles off has to be big enough s.t. the start time of the
slot s on all other ECUs is before a,,(r, s) + 7, - off. Then, m broadcasts the content of s,,.sb (data
d) bitwise to the bus during the next fc cycles (transmission length). At the end of the slot s each
receiver ECU contains d in its receive buffer: Vi : h‘y @iy = g.

Such a time-triggered communication requlres that all ECUs have roughly the same notion of
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time, such that each ECU is aware of the correct slot number and its role in this slot during each
message transmission. This is one of the verification challenges (Section 4).

3 Implementation

The verified ECU design has been automatically translated to Verilog [18] directly from formal Is-
abelle/HOL hardware descriptions and has been synthesized with the Xilinx ISE software. The pro-
totype implementation consists of several FPGA boards which are interconnected into a prototype
of a distributed hardware network. Every ECU is running on either Xilinx Spartan-3 and Virtex-2
FPGA development boards [6]. Each board consists of a field programmable gate array (FPGA) and
several devices (e.g. LEDs, switches) connected to the I/O-ports of the FPGA chip.Every board has
its own clock source, thus, all ECUs are clocked independently. The boards are interconnected via
Ethernet cable. The physical layer of the data transmission is tuned to the FlexRay standard and is
provided by the low voltage differential signaling driver [11], which generates a differential signal
of + 350 mV. We successfully tested communication between FPGA boards with the help of the
hardware logic analyzer Trektronix TLA5204 and the software Chipscope.

4 Verification Challenges

The correctness of the presented distributed system can be split into two parts: local correctness
(single ECU) and distributed correctness (asynchronous communicating ECUs).

The local part focuses on the correctness of the processor, the ABC device and their communica-
tion, e.g. instructions are correctly executed, the device registers are written and read correctly. More
details on the local correctness can be found in [19].

The distributed correctness states that during a run the exchange of data between ECUs is cor-
rect, e.g. the sent data of one ECU are the received data on another ECU. Obviously the distributed
correctness requires the local one. Moreover, this exchange requires correct asynchronous commu-
nication via a FlexRay bus. The state of the bus is a conjunction of outputs of all send registers, i.e.
itis an A-bus:

bus(t) = /\asri(t)

Vi

On the receiver side, the bus value bus(f) will be clocked into the analogous receive register,
digitalized, and clocked into the receive buffer afterwards. The correctness of the message exchange
in the automotive system is based on two properties. First, we have to ensure that if a connection
between a sender and receivers is established directly (i.e. we abstract bus by a link), then the low
level bit transmission from the sender to all receivers is correct. One of the challenges here is to
ensure that the value broadcast on the link is stable long enough so that it can be sampled correctly
by the receiver. In our case, if the sender sends n bits, the receiver will sample at least n — i of
these bits. The number i is the number of lost bits due to the clock drift between different ECUs.
This information loss happens only at the low-level bit transmission. At this level we transmit the
message encoded according to the FlexRay standard (each bit is replicated eight times) which defines
sufficient redundancy to guarantee the transmission of every single bit of the original information.
The correctness of this low-level transmission mechanism cannot be carried out in a conventional,
digital, synchronous model. It involves asynchronous and real-time-triggered register models taking
into account setup- and hold-times as well as metastability. This part of the pervasive correctness has
been formally verified and reported in [16].

The second part is the bus correctness where we have to prove that we can abstract the bus while
a sender broadcasts data to the bus. Here, we show that the bus connection can be modeled as a
direct link between sender and each receiver. The latter holds only if during each transmission only
one sender (one ECU) is broadcasting and all receivers are listening and not sending something (i.e.
they are not producing a bus contention). To avoid a bus contention each ECU has to be aware of
the correct slot number, i.e. all ABCs have roughly the same notion of the slot start and end times
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Figure 2: Time notion of an ECU.

(correctness of the scheduling unit). Therefore, due to drifting clocks a synchronization is necessary.
We use a simple approach: in the beginning of each round all slave ECUs are waiting for the round
start signal broadcast by the master ECU. After this signal all receivers are aware of the current slot
number namely zero. All consecutive slots are started and ended locally on each ECU with respect to
the maximal clock drift that can occur during a full round. Bohm has formally verified a theorem [3]
that if a slave ECU i is waiting and the master ECU m starts a new round r, then the ECU i is
aware of each new slot s of this round before the message transmission starts. He also proves that
the transmission of each slot ends before the receiver ECU “thinks” that the slot is over. We have
significantly extended these theorems and used them as an induction hypothesis to prove that on all
ECUs each slot of each round starts before and ends after the message transmission:

Y slot s, round r, ECU m, ECU i . m is sender in slot s —
(1, 8) + Off T > i1, 8) Ay (r, )+ (off +t¢) - Ty < wi(r, 5)

Thus, we have shown that each slot of an ECU overlaps with the same slot on all other ECUs during
the message transmission as depicted in Figure 2. Since all receivers place ‘1’ on the A-bus we show,
that during any transmission, the bus contains value of the send register of the sender:

VY ECU m, slot s, round r . bus(t) = asry(t) for t € [ay,(r,s) + off - Tm 5 @m(r,s) + (off +1tc)-Tp]

We prove all real-time properties and complex hardware theorems interactively in Isabelle/HOL.
Some properties of hardware with “model-checkable state space” are expressed in LTL and proven
automatically [21].

S  Summary

In this paper we presented the status of a pervasive verification of a distributed automotive system.
The system is a distributed network of electronic control units interconnected by a single bus involv-
ing clock domain crossing. We have successfully built up a working gate-level prototype synthesized
from our formal models. We have also partially verified the automotive system. This pervasive ver-
ification is very challenging because the system exists on three levels of abstraction: 1. a formal
model of an asynchronous real-time triggered system on the bus side, 2. a formal gate-level design
of digital hardware for local properties on the controller side, 3. a formal model as seen by an as-
sembler programmer. Moreover, all our models are combined together and are formally specified in
Isabelle/HOL theorem prover.

In our previous work we have formally verified a platform for electronic control unit [20], sched-
uler correctness [3], and low-level bit transmission [16]. As part of the current work we have con-
solidated previous results which was not an easy task due to the combination of results over several
layers of abstractions. We are also finishing the verification of the asynchronous message transmis-
sion between several ABC devices. The latter includes the verification of the bus correctness (done)
and a correct transmission of send and receive messages from the corresponding buffers to / from the
bus (in progress).

For future work we see several interesting topics. First, finishing the current work. Then, we can
extend the automotive system with fault tolerance, e.g. as sketched in [1]. Another work in progress
at our chair is verification of a distributed operating system which runs on top of the presented
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distributed system [5]. We also would like to put together formal proofs for the latter operating
system and our distributed hardware.
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Abstract

To combat the state-space explosion problem in model checking larger systems, abstraction tech-
niques can be employed. Here, methods that operate on the system specification before constructing
its state space are preferable to those that try to minimize the resulting transition system as they
generally reduce peak memory requirements.

We sketch a slicing algorithm for system specifications written in (a variant of) the Architecture
Analysis and Design Language (AADL). Given a specification and a property to be verified, it auto-
matically removes those parts of the specification that are irrelevant for model checking the property,
thus reducing the size of the corresponding transition system. The applicability and effectiveness of
our approach is demonstrated by analyzing the state-space reduction for an example, employing a
translator from AADL to Promela, the input language of the SPIN model checker.

1 The Specification Language

The work that is described in this paper emanates from the European Space Agency COMPASS Project!
(Correctness, Modeling, and Performance of Aerospace Systems). Within this project, a specification
language entitled SLIM (System-Level Integrated Modeling Language) is developed which is inspired
by AADL and thus follows the component-based paradigm. Each component is given by its type and its
implementation. The component type describes the interface features: in and out data and event ports
for exchanging data (instantaneous) and event messages (synchronously) with other components. The
behavior is defined in the component implementation by transitions between modes, like in a finite au-
tomaton. Transitions can have an event port associated to them as a trigger. A transition with an out
event port as trigger is enabled only if in at least one other component a transition with a corresponding
in event port as trigger can synchronously be taken and thereby react to the trigger (and correspondingly
the other way round). Furthermore, transitions can be taken only when their guard expression evaluates
to true. Transitions can be equipped with effects, i.e., a list of assignments to data elements. Within
a component implementation data subcomponents, comparable to local variables, can be declared. To-
gether with in and out data ports we refer to them as data elements. All of them are typed and can have
a default value which is used as long as it is not overwritten. The availability of each data subcompo-
nent can be restricted with respect to modes of its supercomponent. In other than these modes the data
subcomponent may not be used and on (re)activation it will be reset to its default value.

In addition to data subcomponents, components can be composed of other non-data subcomponents,
possibly using multiple instances of the same component implementation. In the resulting nested com-
ponent hierarchy, components can be connected to their direct subcomponents, to their neighbor com-
ponents in the same supercomponent and to their direct supercomponent by data flows and event port
connections between their ports. The connections can again be mode dependent. If a data flow becomes
deactivated then its target port is reset to its default value. Fan-out is always possible whereas fan-in is
not allowed for data flows and must be used carefully with event port connections. Cyclic dependen-
cies are disallowed, too. A component can send an in event to or receive an out event from any of its
subcomponents directly by using subcomponent.eventport as transition trigger.

*Partially funded by ESA/ESTEC under Contract 21171/07/NL/JD
Thttp://compass.informatik.rwth-aachen.de/
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Listing 1 gives an example SLIM specification modeling an adder component provided with random
input x,y € [0,30]. We refer to [2, 3] for a more detailed description of the language including a discussion
of the similarities and extensions with respect to AADL. In particular, [2] presents a formal semantics

for all language constructs, based on networks of event-data automata (NEDA).

system Main
end Main;

system implementation Main.Impl
subcomponents

system IntAdder
features
x: in data port inmnt;
y: in data port int;

sum: out data port int;

randoml: system Random.Impl end IntAdder;
accesses aBus;
random2: system Random.Impl system implementation IntAdder.Impl
accesses aBus; flows
adder: system IntAdder.Impl sum := X + y;
accesses aBus; end IntAdder.Impl;
aBus: bus Bus.Impl;
flows system Random
adder .x := randoml.value; features
adder.y := random2.value; value: out data port int default 2;
modes update: in event port;
pick: initial mode; end RandomIntValue;
transitions
pick -[randoml.updatel]-> pick; system implementation Random.Impl
pick -[random2.update]-> pick; modes
end Main.Impl; loop: initial mode;
transitions
bus Bus loop -[update then value := 0]-> loop;
end Bus; e
bus implementation Bus.Impl loop -[update then value := 30]-> loop;
end Bus.Impl; end RandomIntValue.Impl;

Listing 1: Integer Adder in SLIM

2 Slicing

The term “slicing” has been coined by Weiser [9], initially for sequential programs, and the approach
was extended later on in several ways by many authors (cf. [8]). Directly related to our work is the
extension of slicing to concurrent programs by Cheng [4] and, most important, the application of slicing
to software model checking including formal notions of correctness by Hatcliff, Dwyer and Zheng [5].

The principal idea of slicing is to remove all parts of a program, typically variables and statements,
that do not influence the behavior of interest, typically the values of some variables at some statements,
described by a slicing criterion. To determine which parts are relevant, the transitive backward closure
of the slicing criterion along different kinds of dependences, typically data and control dependences, is
computed. However, finding a minimal sliced program is in general unsolvable since the halting problem
can be reduced to it (cf. [9]).

2.1 Slicing of SLIM Specifications

Given a specification S and a CTL* property ¢ (without next operator), slicing should yield a smaller
specification Sziced that is equivalent to S with respect to @, i.e., S = @ iff Sziced E ¢ (cf. [5]). Conse-
quently, comparable to a slicing criterion, the property defines the initially interesting parts that must not

be sliced away: data elements and modes used in @ (events are not allowed in our properties but could
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be added). Subsequently, the closure of the set of interesting parts, i.e., all other aspects that have an
(indirect) influence on them and thus on the property, is calculated in a fixpoint iteration. Obviously this
iteration always terminates but in the worst case all parts of the specification become interesting.

In the following three paragraphs we describe in more detail the closure rules for adding data ele-
ments, events and modes to the set of interesting parts before the actual slicing algorithm is presented in
pseudo-code.

Identifying Interesting Data Elements Like with data flow dependence for classic program slicing,
all data elements used to calculate a new value for an interesting data element are interesting, too. Here,
this affects the right hand sides of assignments to an interesting data element, either in transition effects
or by data flows. Furthermore, comparable to control flow dependence, all data elements used in guards
on interesting transitions (see below) must be kept in the sliced specification as the evaluation of the
guard at runtime determines whether the transition can indeed be taken.

Identifying Interesting Events The main difference of SLIM specifications compared to sequential
programs is that the components can synchronously communicate by sending and receiving events.
Comparable to synchronization and communication dependences (cf. [4]), all events used as triggers
on interesting transitions are important. As events can be forwarded by event port connections all events
connected to an interesting event in any direction are interesting as well.

Identifying Interesting Modes Similarly to the program location in classical slicing, our algorithm
does not treat the mode information as a data element which is either interesting or not but tries to
eliminate uninteresting modes. The difficulty is that the questions whether a mode, a data element or an
event is interesting are related to each other since all those elements can be combined in the transition
relation: On the one hand, transitions are (partially) interesting when they change an interesting data
element, have an interesting trigger or their source or target mode is interesting. On the other hand,
triggers, guards, and source modes of those transitions are interesting. However, transitions themselves
are not considered as elements of interest in the fixpoint iteration. Instead, modes are made interesting
and with them implicitly all incoming and outgoing transitions. More concretely, besides the modes used
in the property the following modes are interesting as well:

e Source modes of transitions changing an interesting data element. This obviously applies to tran-
sitions with assignments to interesting data elements in their effects but also to transitions reacti-
vating an interesting data element, i.e., it is active in the target mode but not in the source mode,
since it will be reset to its default value.

e All modes in which a data flow to an interesting data element or an event port connection to/from
an interesting event is active. This guarantees that all transitions that deactivate a data flow to an
interesting data element and thus reset it to its default value are included in the sliced specification.

e Source modes of transitions with interesting events as triggers because of their relevance for syn-
chronous event communication.

Moreover, the reachability of interesting modes from the initial mode matters. Thus, every predecessor
of an interesting mode, that is, the source modes of transitions to interesting target modes, is interesting
as well.

Finally, for liveness properties it is additionally necessary to preserve the possibility of divergence
since no fairness assumptions are made. For example, whether a component is guaranteed to reach a
certain mode can depend on the fact whether another component can loop ad infinitum. To handle this,
all modes on “syntactical cycles”, i.e., cycles of the transition relation without considering triggers and
guards, are interesting as well. For safety properties this can be omitted.
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2.2 The Slicing Algorithm

For the pseudo-code description given in List-
ing 2 we use the following notations: Dat, Evt
and Mod are the sets of data elements, events
and modes occurring in the specification, re-
spectively. The relation Trn contains transi-

/* Initialization */

D :={d € Dat | d occurs in ¢};
E:=0;

M :={m € Mod | m occurs in ¢ };
/* Fixpoint Iteration */

repeat

tions of the form m o8] m’ with source and tar-

get mode m,m’ € Mod, trigger e € Evt, guard
expression g over data elements and f a list of
assignments. Data flows d := a instantly as-
signing the value of an expression a to a data
element d € Dat are collected in the set Fiw.
Finally, Con contains connections ¢ ~» ¢’ be-
tween event ports e,e’ € Evt. On this basis, the
algorithm can compute the sets of interesting
data elements (D), events (E£) and modes (M).

Note that, in analogy to distinguishing
calling environments of procedures, slicing is
done for component instances and not for their
implementation. This is more effective since
different instances of the same implementa-
tion might be sliced differently. Therefore,
we have to distinguish identical parts of dif-
ferent component instances. For example, the
set Dat for the specification in Listing 1 does
not simply contain the name Random.value
but randoml.value and random?2.value to

/* Transitions that update/reactivate interesting

data elements or have interesting triggers */

for all m %% ' € Trn with Id € D : f updates d

or 3d € D : d inactive in m but active in m’
orec Edo
M :=MU{m};
/* Transitions from/to interesting modes */

forallmﬂm’ETrnwithmeMorm’eMdo

D:=DU{d € Dat | g reads d}
U{d € Dar | f updates some d’ € D reading d};
E:=EU{e};
M :=MU{m};
/* Data flows to interesting data ports */
for all d :=a € Flw withd € D do
D:=DU{d' € Dat | areads d'};
M :=MU{m e Mod | d := a active in m};
/* Connections involving interesting event ports */
for all e~ ¢’ € Con withe € E or ¢’ € E do
E:=EU{e,'};
M:=MU{m e Mod | e~ € active in m};

until nothing changes;
Listing 2: The Slicing Algorithm

differentiate between the different instances of
the Random component.

2.3 The Sliced Specification
¢

After calculating the fixpoint, the sliced specification S, . can be generated. Essentially, it contains
only the interesting data elements (D), events (E) and modes (M) plus data flows and connections to
them, i.e., d := a € Flw with d € D and e ~ ¢ € Con where ¢ € E, respectively. Their default values

and the lists of modes in which they are active stay the same. The sliced transition relation contains all

transitions m i 24 m' € Trn leaving an interesting mode m € M with slight modifications: If the target

mode is not interesting (m’ & M), it is replaced by a “sink mode” m, & Mod which is added to every
component that had uninteresting modes. For each data subcomponent, this sink mode is also added to
the list of modes in which the component is active. Furthermore, only those transition effects d :=a in f
are retained that assign to an interesting data element, i.e., d € D. Finally, all “empty” components, i.e.,
those that neither have interesting data elements, interesting modes nor non-empty subcomponents, are
completely removed in a bottom-up manner.

The resulting specification S;’}ice 4 18 again a valid SLIM specification. In particular, every object
referenced in it is indeed declared as it was included in the fixpoint iteration, e.g., the data elements used
in the guards of interesting transitions. Beyond that, sink modes indeed do not need outgoing transitions
as it is impossible to change an interesting data element, to send or receive an interesting event or to
reach an interesting mode as soon as an uninteresting mode has been entered by the original component.
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3 Results and Conclusions

For model checking SLIM specifications we developed a translator [7] to Promela, the input language of
SPIN [6]: Every component instance is transformed to a process whose program labels reflect the modes.
Data elements are stored in global variables and communication is implemented using channels. Due to
dependencies introduced by translation details, SPIN’s slicing algorithm could not effectively reduce the
resulting Promela code.

Comparing the model checking results of sliced and unsliced specifications served as a first sanity
check for our algorithm while a general correctness proof based on the formal semantics of SLIM is to
be developed. The idea is to show that the corresponding transition systems are related via a divergence-
sensitive stuttering bisimulation, which is known to preserve the validity of CTL* properties without
next [1, p. 560]. Furthermore, the differences in resource demands demonstrate the effectiveness of our
approach, e.g., for the introductory example from Listing 1 as shown in the following table:

Specification Mem/State | #States |[Memory| Time
(bytes) (MBs) | (seconds)
Unsliced (identical for ¢y, ..., @3) 136 [1,676,026| 272 |6.0-7.3
Sliced for ¢ = O(0 < adder.sum < 60) 116 |1,437,691 211 54
Sliced for ¢, = O (/\123:1 0 < randomf .value < 30) 84 553,553 84 1.4
Sliced for @3 = O (0 < random!1.value < 30) 76 9,379 33 0.1

All three properties are valid invariants and thus require a full state space search. The difference is
in the resulting set of interesting data elements: While for ¢, every data port is needed, for ¢, the whole
adder component can be removed and for ¢3 only random1.value is interesting. The removal of the
empty bus component accounts for the reduction from the unsliced specification to the one sliced for ¢;.

We conclude that our slicing algorithm can considerably reduce the state space, especially when
whole components can be removed. We end with the remark that beyond the scope of this paper the
algorithm has been extended to more involved language constructs (such as de- and reactivation of non-
data subcomponents or hybridity) and that a refining distinction between weak and strong interesting
data elements was made.
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Abstract

We describe an algebra of Edge-Valued Decision Diagrams (EVMDDs) to encode arithmetic
functions and its implementation in a model checking library. We provide efficient algorithms for
manipulating EVMDDs and review the theoretical time complexity of these algorithms for all basic
arithmetic and relational operators. We also demonstrate that the time complexity of the generic
recursive algorithm for applying a binary operator on EVMDDs is no worse than that of Multi-
Terminal Decision Diagrams.

We have implemented a new symbolic model checker with the intention to represent in one
formalism the best techniques available at the moment across a spectrum of existing tools. Compared
to the CUDD package, our tool is several orders of magnitude faster.

1 Introduction

Binary decision diagrams (BDD) [3] have revolutionized the reachability analysis and model checking
technology. Arithmetic decision diagrams [2], also called Multi-Terminal Binary Decision Diagrams
(MTBDD) [8] are the natural extension of regular BDDs to arithmetic functions. They take advantage of
the symbolic encoding scheme of BDDs, but functions with large co-domains do not usually have a very
compact representation because there are less chances for suffixes to be shared.

Edge-valued decision diagrams have been previously introduced, but only scarcely used. An early
version, the edge valued binary decision diagrams (EVBDD) [11], is particularly useful when represent-
ing both arithmetic and logic functions, which is the case for discrete state model checking. However,
EVBDD have only been applied to rather obscure applications: computing the probability spectrum and
the Reed-Muller spectrum of (pseudo)-Boolean functions.

Binary Moment Diagrams [4] were designed to overcome the limitations of BDDs/EVBDDs when
encoding multiplier functions. However, their efficiency seems to be limited only to this particular type of
functions. A new canonization rule for edge-valued decision diagrams enabling them to encode functions
in ZU {40} was introduced in [6] along with EVMDDs, an extension to multi-way diagrams (MDD) [9],
but, again, this was applied to a very specific task, of finding minimum length counterexamples for safety
properties. Later, EVMDDs have been also used for partial reachability analysis.

In this paper we first present a theoretical comparison between EVMDDs and MTMDDs for building
the transition relation of discrete state systems before dealing with an implementation in a model checker
along with state-of-the-art algorithms for state space construction.

2 Background

2.1 Discrete-state Systems

A discrete—state model is a triple (S,So,T), where the discrete set S is the potential state space of the
model; the set Sy C S contains the initial states; and T : S — 25 is the transition Sfunction specifying
which states can be reached from a given state in one step, which we extend to sets: T(X) = U T(i).
We consider structured systems modeled as a collection of K submodels. A (global) system sfzfte iis
then a K-tuple (ig,...,i1), where i is the local state for submodel k, for K>k >1, and S is given by
Sk X --- x Sy, the cross—product of K local state spaces Si, which we identify with {0,...,n;—1} since
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we assume that S is finite. The (reachable) state space R C S is the smallest set containing Sy and closed
with respectto 7', i.e. R=SoUT (So) UT (T (So)U--- =T"(Sp). Thus, R is the least fixpoint of function
X — SoU T(X)

2.2 Decision Diagrams

We discuss the extension of BDDs to integer variables, i.e., multi—valued decision diagrams (MDDs)
[9]. We assume that the variables along any path from the root must follow the order xg,...,x;. Or-
dered MDDs can be either reduced (no duplicate nodes and no node with all edges pointing to the same
node, but edges possibly spanning multiple levels) or quasi—reduced (no duplicate nodes, and all edges
spanning exactly one level), either form being canonical.

3 EVMDDs

Definition 1. An EVMDD on a group (G,x), is a pair A = (v,n), where v € G is the edge value also
denoted as A.val and n is a node also denoted A.node.

A node n is either the unique terminal node (0, e) where e is the identity element of G, or a pair (k, p)
where 1 <k < K and p is an array of edges of size ny (cardinality of S). The first element of the pair
will be denoted n.level and, when relevant, the i-th element in the array will be denoted by n[i].

Definition 2. For a node n with n.level = k and (iy,...,i;) € Sk X --- X S1, we define n(iy,...,i1) as
nlix].val if nliz].node.level = 0 and nli].val * n[ir].node(iy ;) node.level - - - - i1) Otherwise.

The function encoded by an EVMDD A, f:S — G, (ik,...,i1) — A.val * A.node(is node.level, - - - »i1) IS
the repetitive application of law * on the edge values along the path from the root to the terminal node,
corresponding to arcs iy, for K > k > 1:

Definition 3. A canonical node is either the terminal node or a node n such that n[0].val = e.
A canonical EVMDD contains only canonical nodes.

It can be proved that any function f has a unique canonical EVMDD representation [6].
Examples of graph representations of EVMDDs are given in Figure 1.

fof1) (m]o[1) (m]o[1)
0 o|/1 O
0 2

Figure 1: EVMDD:s on (Z, +) representing the same function f: {0,1,2} x {0,1} — Z, (x2,x1) — x2 - x1.
The leftmost EVMDD is reduced while the others are quasi-reduced. The rightmost EVMDD is not
canonical.

EVMDDs can be used when even the algebraic structure G is not a group. For example, [6] of-
fers a canonization rule for NU {+eo}. Also, (Z, x) that can be handled with the canonization rule
“gcd{n[i].val | i € Syjeve1} = 1 and (n[0].val,... n[n,jevel]-val) >jex 0.
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4 EVMDDs compared to MTMDDs

MTBDDs are commonly used in model checking to build the transition relation of discrete-state systems.
In this section we show that EVMDDs are at least as suited to that purpose and oftentimes significantly
better. In the following, we choose, without loss of generality, (G,*) = (Z,+).

4.1 Space Complexity

Theorem 1. For any function f, the number of nodes of the EVMDD representing f is at most the number
of nodes of the MTMDD representing the same function f.l

4.2 Time complexity
Section 2 of [8] gives an algorithm to compute any binary operation on BDDs. The apply algorithm can

n
be easily generalized to MDDs for any n-ary operator L],,. It computes its result in time O H Ifil |
i=1
where |f;| is the size (in nodes) of the MTMDD representing operand i.
Section 2.2 of [10] gives the equivalent apply algorithm for edge-valued decision diagrams.

Theorem 2. The number of recursive calls of the generic apply algorithm for MTMDD:s is equal to that
for EVMDDis representing the same function [10].

Hence, EVMDD computations are at least not worse than the MTMDD counterpart. However, par-
ticular operators [J,, may enable much better algorithms on EVMDDs. Below is a synopsis of the basic
algorithms to manipulate EVMDDs.

e Addition of constant (f +c¢): O(1).

e Multiplication with scalar (f x ¢): O(|f]) [10].
e Addition (f 4 g): O(|f] |¢|) [10].

e Remainder and Euclidean Division: O (| f|c).

e Minimum and Maximum: O(|f|).

e Relational Operator with constant (f < c¢): not better in the worst case,
but in practice the complexity can be improved, by using min and max.

e Relational Operators (f < g): can be computed as (f — g < 0).

4.3 Multiplication
As stated in [10], the result of a multiplication can have an EVMDD representation of exponential size in

K
terms of the operands. For example, let S be {0, 1}X, f: (xk,...,x;) — Z x2 % and g : (xk,...,x1) —
k=2
x1, f and g both have an EVMDD representation with K + 1 nodes whereas f-g has 2% nodes. There-
fore, we cannot expect to find an algorithm with better worst-case complexity. However, the following
equation, coming from the decomposition of (v,n) in v+ (0,n) and (v/,n") in V' + (0,n’)

(v,n) x (V',n') =w' +(0,n") +/(0,n) + (0,n) x (0,n)

LAl proofs and algorithms are given in a technical report [12], to appear.
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suggests an alternative algorithm.

The first product is an integer multiplication done in constant time. The next two are multiplications
by a constant done in O (|f]) and O (|g|), respectively. The last one is done through recursive calls. The
first addition takes constant time, the second one takes O (|f] |g|) and produce a result of size at most
|f] ||, hence a cost of O(|f] |g| |fg|) for the last addition. The recursive function is called O (|f| |g|)
times, hence a final complexity of O (| f|* |g|* | fg])-

Although we were unable to theoretically compare this algorithm to the generic apply algorithm, it
seems to perform far better on practical cases.

5 Implementation

Model Reachable CUDD | SMART | EVMDD Model Reachable CUDD | SMART | EVMDD
size states (in s) (in s) (in s) size states (in s) (in s) (in s)
Dining philosophers Kanban assembly line
100 || 4 x 10%? 11.42 1.49 0.03 15 ][ 4x10™ 80.43 3.41 0.01
200 | 2% 10" || 3054.69 3.03 0.07 20 || 8 x 10" | 2071.58 8.23 0.02
15000 | 2 x 107404 — — | 195.29 400 | 6x 107 — — | 74.89
Round robin mutual exclusion protocol Knights problem
40 [ 9x 108 4.44 0.44 0.08 5 6x107 || 1024.42 5.29 0.27
100 | 2x10°? — 2.84 1.17 71 1x105 — | 167.41 3.46
200 || 7 x 10%? — | 20.02 9.14 9 || 8x10* — — | 3220
Slotted ring protocol Randomized leader election protocol
10 8 x 10’ 1.16 0.19 0.01 6 2x10° 4.22 8.42 0.86
20| 2x10% — 0.71 0.04 91 5x10° — | 954.81 | 18.89
200 || 8x10%" — | 41227 | 2597 11| 9x 10! — — | 109.25
Table 1: Execution times for building state space using our library or CUDD (“—" means “> lhour”).

Symbolic model checkers, such as (Nu)SMV or SAL, are based on the library CUDD[ 1] which offers
an efficient implementation of BDDs and MTBDDs. Our goal was to implement a new symbolic model
checking library featuring EVMDDs for the transition relation construction and saturation[S] for state
space generation. We also developed a basic model checking front-end to test the library and compare it
to CUDD. Binaries and source code for both the EVMDD library and the model checker are available at
http://research.nianet.org/~radu/evmdd/.

5.1 Encoding the Transition Relation

We represent the transition relation 7" as a disjunction of events which is well suited for globally—
asynchronous locally—synchronous systems, where each event encodes some local transition. To avoid
the expensive coding of lot of identities, we use the full-identity reduction from [7].

5.2 State Space Construction

For state space construction, we use the Saturation algorithm [5] instead of the classical breadth first
search exploration. This heuristic often gives spectacular improvements when building the state spaces of
globally—asynchronous locally—synchronous systems. This is certainly the major source of improvement
of our implementation over existing BDD libraries.
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5.3 Experimental Results

Our new tool comprises 7K lines of ANSI-C code for the library and 4K lines for the simple model
checker that provides a common interface to both our library and CUDD. Table 1 shows execution times
for building the state space on a suite of classical models. Programs to generate all models can be found
in the examples folder of our source code distribution.

We collected the results on a Linux machine with Intel Core 2 processor, 1.2GHz, 1.5GB of memory.

Note that using other existing tools, such as NuSMV or SAL on these models, we get execution times
of the same order of magnitude as with the CUDD interface of our tool.

Compared to the first implementation of saturation algorithm [5] in the tool SMART, our new im-
plementation is always several (up to a few dozens) times faster. This is due to both the encoding of the
transition relation and our simple C implementation in comparison to the object-oriented C++ version.

6 Conclusions and Future Work

We have studied the advantages of the EVMDD data structure over the widely used MTBDDs for the
construction of transition relations of finite state systems and implemented them in a library, along with
state-of-the-art algorithms for state space generation. We obtained execution times several orders of
magnitude faster than the CUDD library and classical algorithms, with a reduced memory usage enabling
to handle extremely large systems. Future work should focus primarily on integrating our library into the
SAL model checker.

Our results show that symbolic model checking remains an efficient technique for analyzing globally—
asynchronous locally—synchronous systems and significant improvements are still possible.
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Abstract

The concept of (meta) modeling combines an intuitive way of formalizing the structure of an application do-

main with a high expressiveness that makes it suitable for a wide variety of use cases and has therefore become
an integral part of many areas in computer science. While the definition of modeling languages through the use of
meta models, e.g. in UML, is a well-understood process, their validation and the extraction of behavioral infor-
mation is still a challenge.
In this paper we present a novel approach for dynamic model analysis along with several fields of application.
Examining the propagation of information along the edges and nodes of the model graph allows to extend and sim-
plify the definition of semantic constraints in comparison to the capabilities offered by e.g. the Object Constraint
Language. Performing a flow-based analysis also enables the simulation of dynamic behavior, thus providing an
abstract interpretation”-like analysis method for the modeling domain.

1 Introduction and Motivation

Meta modeling is an easy and concise way to formalize the structure of an application domain. Today, it is widely
spread in computer science, most notably in the field of software engineering where the internal design of software
is often described using models. Approaches like the Model-driven Architecture (MDA) improve the development
process e.g. through automated code generation. Arguably the most important industrial standard in this area is the
Unified Modeling Language (UML) which in turn is based on the Meta-Object Facility (MOF) framework!.

However, the abstract syntax as defined by the meta model is often not sufficient to guarantee well-formedness.
Complex restrictions that cannot be expressed through the syntax are known as static semantics. To a certain degree,
they can be implemented using the Object Constraint Language (OCL), thereby extending the expressiveness of the
modeling language. Due to the static nature of OCL, it is not capable of validating dynamic properties that are
highly dependent on the context in which the elements appear, e.g. the correct nesting of parallel paths in activities.

An advantage of using models as means of specifying systems is their versatility. In addition to code generation
or model transformation, their use can also be leveraged by extracting implicitly contained information through
an evaluation of model elements and their mutual relations. This may include metrics applicable for the modeling
domain, e.g. Depth of Inheritance Tree (DIT) or Number of Children (NOC), or the compliance with a set of
predefined modeling guidelines. Depending on the range of application, extracting knowledge about the dynamic
properties of a model may even allow to identify inactive fragments in a way similar to dead code elimination in
the translation of software programs. To statically deduce information about the dynamic behavior of a model,
e.g. to calculate the valid execution paths of workflows and thereby approximating their runtime behavior, can be
considered an abstract interpretation of dynamic semantics.

Current methods are usually not capable of performing a static analysis of dynamic aspects in order to express
context-sensitive well-formedness rules or to simulate workflows. The approach discussed in this paper is designed
to overcome these limitations by extending the static character of OCL constraints with a dynamic flow analysis,
thus offering a powerful and generically applicable method for model validation and simulation. It is based on the
data-flow analysis (DFA) technique, a well-understood formalism used in compiler construction for deriving opti-
mizations from a program’s control flow graph. The adaption of the DFA algorithm is simplified by the conceptual
similarities between the areas of compiler construction and (meta) modeling: Both rely on the definition of domain
specific languages (DSL) which operate on (at least) two layers of abstraction.

The concept of using DFA for model analysis has been introduced in [4]. In this paper we extend and update
this description along with an evaluation of the advantages, possible shortcomings and proposed solutions based on
the experience gained up to now. Additionally, we discuss several use cases which are in the focus of our research
and present the current status of our implementation.

This paper is structured as follows: The basic concept of data-flow analysis for models along with a definition
of how it can be specified and a corresponding evaluation algorithm is detailed in Section 2. Several use cases are
presented in Section 3 before we give a summary of the concepts described in this paper and an outlook on future
developments.

I'Specifications are available at OMG’s website: http: //www.omg.org/technology/documents/modeling_spec_catalog.htm
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2 Data-Flow Analysis on Models

As outlined in our previous literature, the conceptual similarities between context-free grammars, which form the
basis for many algorithms in compiler construction, and MOF’s multi-layered architecture of (meta) models allow
to implement a DFA-like analysis method for the modeling domain. We aligned the four MOF levels (M3-MO)
with the abstraction layers of attribute grammars® and devised a model-based attribution technique for assigning
data-flow equations to meta model classes and evaluating them for arbitrary models.

It was proposed that the attributes containing the semantic rules (the equivalent to the data-flow equations)
should be given a type definition consisting of a name, a data type and an initial value. Occurrences of these
definitions can then be assigned to M2 classes along with a rule that will calculate the results for M1 objects
depending on the values available at other attributes. If a model shall be analyzed according to a given attribution,
these occurrences have to be instantiated at the according model objects. An evaluation algorithm is then responsible
for executing the rules in a valid order ensuring that required input arguments are available at the time of execution.
This process is repeated until all attribute values are stable (the fix-point). Several iterations of (re)evaluating the
attribute instances may be necessary until the results have been propagated along all (cyclic) paths. To keep in line
with the notion that everything is a model, a meta model describing the structure of the attribution was given.

2.1 Refined Definition

Hl Attribution H AttrDefinition

d @ EString [rrE——
butionCollection  atributions - 9 lattrDefinitions? id : EString
H atributionCollectiony = name : EString & description : EString

H attributionInstantiation

R cles-:ripti_E 5 E_St'ing 0.* | o dataType : ElavaClass<?> )
o vearsion | ES ng
]
attrExtensions * 1 0..* | attrInstances
0. [ definedBy At
" ce
H AtrExtension| 1 B atroccurrence ns n_..
Fontainedin 0..1 | startvalueRule = yalue : ElavaObject
_ - ] H Atirassignmen

1 | calculatedBy

H AttrSemanticRule 1 /definedBy definedFory 1
= rule : EString H AttrConstraint g attroccurrencd  [H Mode Element
= ruleType @ SemanticRuleType = violationID : EString
(a) Refined attribution meta model (AttrMM) (b) Attr. instance meta model (AttrM)

Figure 1: Meta models for data flow definitions

Figure 1(a) shows the refined attribution meta model AttrMM: AttributionCollections serve as containers for a
set of Attributions which consist in turn of AttributeDefinitions and AttributeExtensions. AttributeDefinitions have
to be assigned a dataType. Their initial value is returned by an AftrSemanticRule of the type AttrAssignment?.
Occurrences (AttrOccurrence) can be attached to classes in the original meta model through ArtributeExtensions.
They possess an AttrSemanticRule which calculates their iteration value.

This design has the advantage of introducing dependencies only from the attribution to the meta model but not
the other way round. This way, attributes can be defined and stored separate from the meta model, an important
aspect when integrating with existing tools.

To ensure the compatibility with existing meta modeling frameworks, the resulting attribution instances were
given their own meta model A#trM which can be seen in Figure 1(b). Each Attributelnstance has a value slot for
storing intermediate and final evaluation results. Attribute instances representing the results are connected to their
defining AttrOccurrences in the attribution (and thus to the attributed meta model class) as well as to the concrete
model object to whose meta class the corresponding AttributeExtension was assigned.

An important aspect of modeling is the concept of generalization. Therefore, when creating attribute instances
and attaching them to model elements, the generalization hierarchy of the meta model has to be considered, i.e. an
attribute connected to class A should implicitly be available at instances of subclasses of A. Also, in compliance with
the MOF standard, support for the redefinition of attributes should be provided. This means if two AttrOccurrences
04 and Og of the same AttributeDefinition O were assigned to classes A and B and B is a subclass of A, then Op
overrides Oy4 at all instances of B.

2t was shown that, while attribute grammars can be used to define data-flow equations, in their original form they are too restrictive and do
not fit seamlessly into the modeling domain. Therefore, a model-based solution was chosen that drops most of these limitations at the cost of a
slightly more complex - but also more versatile - evaluation algorithm.

3 An assignment returns a value of the specified data type while a constraint just evaluates to “true” or “false”, “false” representing a detected
error in the model indicated to the user by the given violationID.
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We assumed that the input dependencies, i.e. the occurrences whose instance values are required as arguments at
other instances, will be explicitly specified by the user. However, this has proven to be impractical for two reasons:
Aside from complicating the design of a DFA analysis, declaring relations on the meta layer has the drawback of
introducing unnecessary instance dependencies if only a subset is actually needed. Instead, the evaluation algorithm
is now responsible for requesting the calculation of required input for attribution rules during their evaluation.

2.2 Attribute Evaluation

DFA algorithms like the work-list approach assume that the output relationships are known beforehand in order
to update the set of depending variables after each iteration. Since we are working with dynamic dependencies,
another approach was chosen for evaluating an attribution for a given model: First, attributes must be instantiated
in accordance to the given semantics and initialized with their start value. Then, the semantic rules have to be
invoked in a valid order, backtracking their dependencies during execution, storing results and passing them as
input arguments to the calling rules. This is repeated until the fix-point of the analysis has been reached.

The dependencies between attribute instances, stemming from their use as input arguments of semantic rules,
impose the structure of a directed acyclic graph originating from a single root element on the execution order. This
graph can be viewed as the result of a depth-first search along the input relations of the attributes, however in the
case of cyclic dependencies the target x of the responsible back edge y — x is now substituted by a newly created
virtual node x’. The resulting tree-like representation (which may still contain forward and cross edges) is referred
to as dependency chain. After each bottom-up evaluation run the virtual nodes are updated with the new value
available at their reference node, i.e. the result at x is transferred to x’. The evaluation is repeated until the value at
each virtual node equals the result at its reference node which means that the fix-point has been reached.

As an example, consider that we need to determine the set of predecessors in a flow graph lying on a direct path
from the start node while omitting optional routes. This can be achieved by adding the local node to an intersection
of the same (recursively calculated) sets at preceding nodes. Nodes with no predecessors then correspond to leaves
in the dependency chain while cyclic paths induce back edges and therefore the creation of virtual nodes.

A model may contain multiple dependency chains while at the same time a single chain may also split up into
several chains if a root attribute instance was chosen that is not the absolute root, i.e. other attributes depend on it.

Because this algorithm executes the semantic rules according to their dependencies, the amount of redundant
calculations is negligible. Nevertheless, there is still room for optimization, e.g. by calculating starting values only
for leaves, through isolated recomputation of cycles or by parallelizing the evaluation. Also, a formal and practical
evaluation of the algorithm’s performance is necessary.

3 Use Cases

To demonstrate the applicability of the approach, we now give several use case examples which can be implemented
using the model-based DFA technique: Section 3.1 demonstrates common compiler construction analysis while 3.2
and 3.3 deal with the domain of business processes (but are also applicable e.g. for UML activity diagrams).

Additional application fields which are currently under evaluation include the extraction of metrics in the area
of model-driven testing and the definition of OCL constraints that avoid complex navigation statements and can be
therefore more easily adjusted if the meta model changes.

3.1 Analysis of Control-Flow Graphs

To simulate a traditional data-flow analysis we have implemented a meta model for control-flow graphs (CFG) (cf.
Figure 2(a)) and instantiated the CFG model that can be seen in Figure 2(b) which will serve as an example.

An attribution model was created containing the following attributes for node along with their assignment rules
based on an extended OCL syntax which allows to request attribute values by triggering the evaluator module:

is_reachable: self.incoming.source.is_reachable()—includes(true)
is_live: self.outgoing.target.is_live()—includes(true)
all_predecessors: self.incoming.source.name— union(self.incoming.source.all_predecessors())—asSet()

scc-id: let self_pred : Set(String) = self.all_predecessors()—including(self.name) in
if (self.incoming.source.all_predecessors()—asSet()=self_pred) then self_pred—hashCode() else 0 endif)

sce_nodes: if (not(self.scc_id() = 0)) then self.incoming.source—collect(predNode : node |
if (predNode.scc_id()=self.scc_id())
then predNode.scc_nodes() else Set{} endif) —flatten()—asSet()—including(self.name) else Set{} endif

While is_reachable determines if a node can be reached from the start node by checking if at least one predecessor
is reachable (the start node has a distinct rule setting is_reachable to true), is_live checks if a path to the end node
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Figure 2: Control-flow graph example

exists. As expected, the evaluation returns that X is not reachable and Y is not live. Defining the semantic rules as
constraints, corresponding exceptions are thrown indicating the type and the location of the error.

The list of transitive predecessor nodes is calculated through all_predecessors by creating the union of the
all_predecessors attributes at the source nodes of incoming edges and adding to it the set of names of these nodes.

The attribute scc_id assigns a unique ID to each node that is part of a cyclic flow. This is accomplished by
comparing the union of the all_predecessors attributes at preceding nodes to the local value of this attribute. If both
sets contain the same elements, an ID is generated from the hash codes of the nodes that take part in the cycle.

Now, using the scc_id, the semantic rule for scc_nodes is able to determine which nodes take part in a cycle by
building the set of predecessors with the same scc_id. Figure 3 shows the final values for this attribute which can
again be used as input for the algorithms presented below.

Calculating scc_nodes requires 220-310 rule executions using an unoptimized evaluation algorithm. Once the
OCL environment has been initialized, overall execution takes about 110ms on a standard desktop computer. Im-
plementing the rules in Java leads to more verbose definitions but reduces the time required to about 50ms.

3.2 Business Process Decomposition

Decomposing a business process into a hierarchical layout of single-entry-single-exit (SESE) components is a
common requirement, e.g. allowing to translate BPMN processes to BPEL or validate workflow graphs (cf. 3.3).
In [3], the authors describe a decomposition algorithm based on token flow analysis that is able to handle cyclic
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(b) A business process hierarchically divided into SESE components
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Figure 4: Decomposition of (business) processes [3]

graphs and to classify the detected components. Tokens are created at branches and are propagated along the
control-flow as can be seen in Figure 4(a). In a second step, the tokens originating from the same vertex converge
and are removed (indicated by curly brackets). Similar token labelings identify the SESE components although
unambiguous classification and cyclic paths require some additional handling. Figure 4(b) shows a decomposition.
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Since the algorithm is based on the creation and propagation of information, it is an ideal use case for a generic
DFA-based approach as opposed to a proprietary implementation. Several steps of this algorithm have been realized
(including the cycle-detection presented above) with the goal of a comparison to the authors’ implementation.

3.3 BP Validation and Transformation

Using the method presented in [5], the soundness of (a)cyclic business processes - i.e. the absence of local deadlocks
and lack of synchronization - can be tested in linear time. This is accomplished by traversing the SESE hierarchy
in bottom-up direction, applying heuristics to categorize each sub-graph according to the structure of its elements.
This way, if an error is found, the SESE context in which it appears allows to track down its approximate location.
Implemented using DFA definitions, this algorithm can be easily integrated into the decomposition process in order
to perform the validation already during the component identification phase.

Making use of the SESE decomposition also enables to transform graph-oriented BPMN diagrams (Business
Process Modeling Notation) to block-oriented BPEL code (Business Process Execution Language). The author of
[1] describes data-flow equations that, if computed for the SESE fragments, yield information on how the respective
component can be translated to BPEL code. Since this algorithm is already defined in the form of a data-flow
analysis, the implementation using the model analysis approach is straightforward.

4 Conclusions and Future Investigations

In this paper we have described a refined version of our data-flow based approach to model analysis that introduces
the notion of DFA to the modeling domain and is built upon widely-accepted standards and definitions.

To the best of our knowledge there exists no comparable methodology in the context of model analysis although
different DFA techniques have been considered for use in the modeling domain: The authors of [2] discuss the
advantages of control-flow information for the testing phase of the software development process. A concrete use
case is presented in [6], using flow-analysis to derive definition/use relationships between actions in state machines.

The presented formal method completes common techniques like OCL with the possibility of describing (cyclic)
information flows in the model graph based on local propagation and (re)calculation of attribute values. This allows
amore robust definition of semantic constraints since complex navigation statements which are a common drawback
of OCL can be avoided. Instead, the required information can be “transported” to where it is needed. Aside from
validation scenarios, the ability to extract context-sensitive data enables to analyze dynamic aspects of models,
e.g. valid execution paths in control-flows or the SESE components that make up a business process definition.
This way, model-based DFA constitutes a generic and versatile ”"programming-language” for implementing a wide
variety of algorithms that would otherwise each require a proprietary definition.

To verify the feasibility of this approach, the Model Analysis Framework (MAF) project was created to serve
as basis for performance tests under realistic settings and allow to evaluate future extensions of the presented defi-
nitions and algorithms. It was designed to act as a parametrizable and modular research platform that for example
allows to choose between different inheritance semantics and evaluation algorithms as well as at the same time
being suited for productive use. MAF, which is based on the Eclipse Modeling Framework (EMF) and the Eclipse
OCL interpreter, will soon be available at http://code.google.com/p/model-analysis-framework/.

Aside from formalizing and improving the evaluation algorithm to achieve a better theoretical and practical
performance the main focus in the ongoing research is on the implementation and evaluation of further use cases.
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